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Summary This paper studies identification and doubly robust (DR) estimation of
quantile treatment effects (QTEs) in difference-in-discontinuities (diff-in-disc) designs
when a new treatment is introduced in the post period and a confounding discontinu-
ous policy is present in both periods. We show that QTEs are point identified under a
conditional stable-distributional-effect assumption for the confounding treatment, a re-
striction that is analogous to the distributional parallel trends assumption in the recent
difference-in-differences literature. We then propose a DR estimator and inference pro-
cedure that remain valid when either the outcome regression or the propensity score
model is correctly specified, while avoiding high-dimensional nonparametric adjust-
ment for covariates in the local estimation setting. We establish asymptotic normality
of the proposed estimator, and Monte Carlo simulations illustrate its double-robustness
and good finite-sample performance. In an application to Italian municipal fiscal data
(Grembi et al. 2016), the estimates suggest that relaxing fiscal constraints increases
deficits primarily over the lower and central portions of the distribution, shifting mu-
nicipalities from surplus or near balance into moderate deficits—a distributional pattern
not captured by mean effects.

1. INTRODUCTION

The difference-in-discontinuities (diff-in-disc) design combines elements of regression dis-
continuity design (RDD) and difference-in-differences (DiD) to identify causal effects
when a new treatment is introduced at a cutoff that is already associated with a discon-
tinuity from a pre-existing policy or institutional rule. In an RDD, treatment assignment
changes discretely at a known cutoff of a running variable, and the resulting discontinuity
in outcomes identifies a local treatment effect at the threshold. In DiD, differences in pre–
post changes between treated and control groups are used to identify treatment effects
under a parallel-trends assumption. Diff-in-disc combines these ideas by contrasting RDD
estimates before and after a policy intervention, thereby differencing out pre-existing dis-
continuities at the same threshold.

The diff-in-disc design was introduced by Grembi et al. (2016) in their study of fiscal
rules, and subsequent work has refined identification and estimation strategies within
this framework (e.g., Millán-Quijano 2020; Galindo-Silva et al. 2021; Butts 2023; Larsen
and Valant 2024; Picchetti et al. 2024). Existing studies, however, have focused almost
exclusively on mean treatment effects. Mean effects can conceal substantial heterogeneity
across the outcome distribution, especially when a policy shifts some parts of the distri-
bution much more than others. This paper extends the diff-in-disc framework to quantile
treatment effects (QTEs), enabling the analysis of distributional impacts that are not
visible in mean effects.
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Our first contribution is an identification result for QTEs in diff-in-disc designs. We
show that QTEs are point identified under a conditional stable-distributional-effect re-
striction for the pre-existing cutoff treatment. This restriction is the diff-in-disc analogue
of distributional parallel trends in DiD: conditional on observed covariates, the counter-
factual distributional discontinuity generated by the pre-existing treatment, in the ab-
sence of the treatment of interest, is stable over time. The conditional formulation allows
time-varying confounding to operate through observed covariates and is especially useful
when the composition of units near the cutoff changes over time. Because the restriction
is imposed at the distributional level, it is invariant to strictly increasing transformations
of the outcome, making the framework applicable whether the outcome is measured in
levels, logarithms when the outcome is positive, or another strictly increasing scale.

Our second contribution is methodological. We propose a doubly robust (DR) estimator
and inference procedure for the identified QTEs. The estimator remains consistent when
either the outcome regression or the propensity score model is correctly specified, and it
avoids high-dimensional nonparametric adjustment for covariates in the local estimation
setting. We establish asymptotic normality of the proposed DR estimator and discuss
the multiplier wild bootstrap as a convenient method for practical inference.

We study the finite-sample behavior of the estimator in a small-scale Monte Carlo
exercise. The simulations illustrate its double-robustness and good finite-sample perfor-
mance. We also apply the method to Italian municipal fiscal data, extending the mean
analysis of Grembi et al. (2016). In this application, point estimates suggest that relaxing
fiscal constraints increases deficits primarily over the lower and central portions of the
distribution, shifting municipalities from surplus or near balance into moderate deficits.
This distributional pattern is not captured by mean effects alone.

This paper contributes to two strands of literature. First, it advances the diff-in-disc
literature by providing, to our knowledge, the first framework for identifying and es-
timating QTEs in this setting, together with DR inference. Second, it contributes to
the broader literature on distributional and quantile treatment effects, including con-
ditional and unconditional QTEs under unconfoundedness (Koenker and Bassett 1978;
Firpo 2007), regression discontinuity designs for quantiles (Frandsen et al. 2012), and
extensions of DiD under distributional parallel trends (Athey and Imbens 2006; Call-
away and Sant’Anna 2021; Roth and Sant’Anna 2023). By combining these strands, the
paper provides a new tool for studying heterogeneous policy effects in settings with both
discontinuity-based and before–after variation.

The remainder of the paper is organized as follows. Section 2 presents the baseline
identification result without covariates. Section 3 extends the analysis to allow for time-
varying confounding through observables. Section 4 discusses estimation and inference.
Section 5 presents the empirical application. Section 6 concludes. Proofs and Monte Carlo
simulations are gathered in the Online Supplemental Appendix.

2. BASELINE IDENTIFICATION

Let Yi ∈ Y ⊆ R be the outcome of interest for unit i. We consider two time periods, or
more generally, two groups. Let Ti ∈ {0, 1} be an indicator for the second period/group:
Ti = 0 for the first period or group and Ti = 1 for the second. There are two binary
treatments: a confounding treatment Ci ∈ {0, 1}, present in both periods/groups; the
treatment of interest Di ∈ {0, 1}, introduced only in period/group Ti = 1. Our goal is to
evaluate the effects of Di. For concreteness, we refer to Ti as a time indicator, but the
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framework also covers setups where Ti indexes groups rather than time. In such cases, the
treated group experiences both Ci and Di, while the control group receives only Ci. An
example is Lalive (2008), where unemployment insurance benefits change discontinuously
with age only in the treated region. Let Ri be the running variable. We assume a repeated

cross-sectional setup, i.e., (Yi, Ri, Ci, Di) |Ti = t
iid∼ FY,R,C,D|T=t, t = 0, 1.

Both treatments follow a sharp RDD rule with a known cutoff, normalized to zero.
Specifically:

Ci = 1 (Ri ≥ 0) , (2.1)

Di = 1 (Ri ≥ 0) · 1 (Ti = 1) . (2.2)

The outcome is generated as:

Yi = g (Ci, Di, Ri, ei) , (2.3)

where g (·) is an unknown function, and ei captures all other observable or unobservable
determinants of Yi, in addition to Ci, Di and Ri.

Potential outcomes are defined by fixing treatment values:

Yi (c, d) :=g (c, d,Ri, ei) , c, d ∈ {0, 1} .

The observed outcome is then

Yi = (1− Ci) (1−Di) · Yi (0, 0) + Ci (1−Di) · Yi (1, 0)

+ (1− Ci)Di · Yi (0, 1) + CiDi · Yi (1, 1) , (2.4)

which simplifies to Yi = (1− Ci) · Yi (0, 0) + Ci · Yi (1, 0) when Ti = 0 (since Di = 0).
Note that in the repeated cross-section setting, the potential-outcome notation is used

for a generic unit drawn from a period-specific population. Accordingly, all potential-
outcome distributions are interpreted conditional on Ti = t. The notation therefore does
not require Yi(c, d) | Ti = 0 and Yi(c, d) | Ti = 1 to have the same distribution. Period-
specific shocks and compositional changes enter through the conditional distribution of
(Ri, ei) given Ti = t.

The causal parameter of interest is the quantile treatment effect (QTE) of Di in the
presence of Ci, at the threshold Ri = 0 for Ti = 1, i.e.,

δ (τ) :=QYi(1,1)|Ri=0,Ti=1 (τ)−QYi(1,0)|Ri=0,Ti=1 (τ) , for τ ∈ (0, 1) ,

where QWi|Ri=0,Ti=1 (τ) is the conditional quantile function of a random variable Wi

given Ri = 0 and Ti = 1. This parameter captures how Di shifts the outcome distribution
in the presence of Ci rather than individual treatment effects.

The repeated-cross-sectional setup is used for notational simplicity. Panel data can be
treated as stacked unit-period observations: because the target parameter is a difference
between marginal quantiles rather than a quantile of within-unit changes, the same iden-
tification results apply, with the assumptions interpreted for these marginal distributions.
The panel structure affects sampling dependence, so inference should cluster at the unit
level, as discussed in Section 4.2 and illustrated in the empirical application.

Notation rule: In the following we drop the i subscript. For conditional cumulative
distribution functions (CDFs) and probability density functions (PDFs), conditioning on
R = r and T = t appears in the subscript; additional conditioning variables (e.g., covari-
atesX) appear in the argument. For instance, FW |R=r,T=t (w):=Pr (W ≤ w|R = r, T = t)
denotes the conditional CDF of W given R = r and T = t (for t = 0, 1), whereas
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FW |X,R=r,T=t (w|x):= Pr (W ≤ w|X = x,R = r, T = t) denotes the conditional CDF of
W given X = x, R = r, and T = t. Similarly, fR|T=t (r) and fX|R=r,T=t (x) denote the
conditional PDFs of R given T = t (for t = 0, 1) and of X given R = r and T = t, re-
spectively. Because R is continuously distributed, events like {R = 0} have probabilities
zero. Throughout, conditioning on R = 0 denotes the limiting distribution as r → 0.

Assumption 2.1. (Smoothness) (i) For any y ∈ Y, the CDFs FY (c,0)|R=r,T=0(y), c ∈
{0, 1}, and FY (c,d)|R=r,T=1(y), c, d ∈ {0, 1}, are continuous in r at r = 0. (ii) fR|T=t(r)
is continuous and strictly positive in a neighbourhood of r = 0 for t = 0, 1.

Assumption 2.2. (Stable Distributional Effect of C) For any y ∈ Y,

FY (1,0)|R=0,T=0 (y)− FY (0,0)|R=0,T=0 (y)

= FY (1,0)|R=0,T=1 (y)− FY (0,0)|R=0,T=1 (y) .

Assumption 2.1 is the standard smoothness condition for identifying distributional
effects in RDD (Frandsen et al. 2012). Assumption 2.2 is a stable-distributional-effect
restriction for the pre-existing treatment C.

Assumption 2.2 can be written in the more familiar parallel-trends-in-CDFs form:
FY (1,0)|R=0,T=1(y) − FY (1,0)|R=0,T=0(y) = FY (0,0)|R=0,T=1(y) − FY (0,0)|R=0,T=0(y). This
representation says that, in the absence of the treatment of interest D, the counterfactual
outcome distribution for units just above the cutoff (C = 1) would have evolved from
T = 0 to T = 1 in the same way as the counterfactual outcome distribution for units
just below the cutoff (C = 0). Thus, Assumption 2.2 is the difference-in-discontinuities
analogue of distributional parallel trends in DiD (Roth and Sant’Anna 2023; Kim and
Wooldridge 2025), with units just above and just below the cutoff corresponding to the
DiD treated and control groups, respectively.

If the cutoff were not associated with the pre-existing treatment C, the usual RDD logic
would imply local comparability of units just above and just below the cutoff, so that,
in the absence of D, the local above-below distributional contrast at the cutoff would
be zero, and hence stable, in each period. With C present in both periods, however,
Assumption 2.2 requires the local distributional discontinuity generated by C, in the
absence of D, to be stable across T = 0 and T = 1. The assumption is restrictive.
It can fail if the implementation, enforcement, intensity, or behavioral response to C
changes over time, or if period-specific shocks interact with C in ways that alter the local
distributional discontinuity. It is therefore most plausible when C is a longstanding and
institutionally stable rule, when its implementation does not change materially across the
two periods, and when the pre- and post-periods are close enough that time variation in
the effect of C is likely to be limited.

The condition is stronger than the stable mean-effect restrictions used to identify mean
effects in difference-in-discontinuities designs (Millán-Quijano 2020; Larsen and Valant
2024; Picchetti et al. 2024). Individual-level stability restrictions on the effect of C, such
as those used in Grembi et al. (2016) and Galindo-Silva et al. (2021), impose a stronger
form of stability than mean restrictions. Assumption 2.2, by contrast, is stated directly
in terms of the local CDF contrasts needed to identify the counterfactual distribution.

Section 3 relaxes the unconditional version of this restriction by allowing the distribu-
tional effect of C to vary with observed covariates. This conditional extension permits
the marginal discontinuity generated by C to change over time through changes in the
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covariate composition near the cutoff. The remaining identifying restriction is that, con-
ditional on these covariates, the distributional effect of C is stable across periods. Hence
relevant pre-treatment covariates should be included when they capture effect hetero-
geneity or compositional changes that would otherwise generate time variation in the
marginal local effect of C.

When multiple pre-periods are available, the plausibility of Assumption 2.2 can be
probed using placebo comparisons. A natural exercise is to re-estimate the QTEs using
only pre-period data, treating an earlier pre-period as the base period and a later pre-
period as a placebo post period. Since D is absent in both periods, placebo QTE estimates
close to zero across quantiles are consistent with stability of the discontinuity generated by
C. This exercise is not a test of Assumption 2.2 alone: it is a joint check of the maintained
RDD smoothness conditions, the stability restriction, and the implementation of the
estimator in the placebo sample. Rejection may therefore reflect instability in the effect
of C or other failures of the maintained framework, while non-rejection is only suggestive
because stability across pre-periods need not extend to the actual post period.

Finally, the distributional nature of Assumption 2.2 has an important implication for
functional form. For any strictly increasing bijection g : Y → g(Y), the assumption holds
for Y if and only if the corresponding equality holds for g(Y ). Thus the identification
argument is invariant to strictly increasing transformations of the outcome, such as the
log transformation when Y > 0. Relative to a mean restriction on a chosen outcome
scale, the distributional restriction imposes more structure but delivers scale-invariant
identification (Roth and Sant’Anna 2023).

Given the above assumptions, one can identify the two distribution functions,
FY (1,1)|R=0,T=1 (y) and FY (1,0)|R=0,T=1 (y). Since C and D follow sharp designs, i.e.,
C = 1 (R ≥ 0), and D = 1 (R ≥ 0) · 1 (T = 1), we have Y = Y (1, 1) when R ≥ 0 and
T = 1. Then under Assumption 2.1,

FY (1,1)|R=0,T=1 (y) = lim
r↓0

E [I (y) |R = r, T = 1] , (2.5)

where I (y):=1 (Y ≤ y).
By Assumption 2.2, stable distributional effect of C, we have

FY (1,0)|R=0,T=1 (y) = FY (0,0)|R=0,T=1 (y)

+FY (1,0)|R=0,T=0 (y)− FY (0,0)|R=0,T=0 (y)

= lim
r↑0

E [I (y) |R = r, T = 1]

+ lim
r↓0

E [I (y) |R = r, T = 0]

− lim
r↑0

E [I (y) |R = r, T = 0] , (2.6)

where the second equality follows from (2.1), (2.2), (2.4), and the smoothness conditions
in Assumption 2.1.

The quantile treatment effect of interest is then given by

δ (τ) = F−1
Y (1,1)|R=0,T=1 (τ)− F−1

Y (1,0)|R=0,T=1 (τ) ,

where F−1
Y (1,d)|R=0,T=1 (τ) = inf

{
y ∈ Y: FY (1,d)|R=0,T=1 (y) ≥ τ

}
, d = 0, 1.

Under Assumptions 2.1 and 2.2, the right-hand side of eq. (2.6) is a proper CDF and
therefore must be weakly increasing in y and take values in [0, 1]. This yields the testable
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restriction: for any y′, y ∈ Y, and y′ < y,

lim
r↑0

E [I (y′)− I (y) |R = r, T = 1]

+ lim
r↓0

E [I (y′)− I (y) |R = r, T = 0]

− lim
r↑0

E [I (y′)− I (y) |R = r, T = 0]

≤ 0. (2.7)

A natural route to formal testing would be to estimate the implied counterfactual CDF
on a finite grid of outcome values and test the resulting collection of one-sided moment
inequalities—monotonicity across grid points, together with the [0, 1] bounds—using a
studentized Kolmogorov–Smirnov-type statistic with bootstrap critical values, in the
spirit of Arai et al. (2022). An alternative, closer to Roth and Sant’Anna (2023), would
be to test nonnegativity of the implied probability masses (or density) associated with
the counterfactual CDF. Because a full treatment would need to account for boundary
local-polynomial estimation in the diff-in-disc setting, we leave formal testing of eq. (2.7)
for future research.

3. IDENTIFICATION WITH TIME VARYING CONFOUNDING FACTORS

The identification strategy in the preceding setup rests on the stable distributional effect
of C (Assumption 2.2), which requires the discontinuity generated by C at the cutoff, in
the absence of D, to be the same in the two periods. This restriction can be too strong
if the composition of units near the cutoff changes over time, or if period-specific factors
alter how C affects the outcome distribution.

We now extend the framework to allow such differential trends to operate through a
set of observed covariates X ∈ Rp. Throughout this section, X denotes observed covari-
ates that may vary across periods but are not themselves affected by the cutoff-induced
treatments C and D. This restriction is important because identification conditions on
X and transports the pre-period conditional effect to the post-period covariate distri-
bution. This generalized setting retains the previous diff-in-disc structure but replaces
Assumption 2.2 with a conditional analogue, in which the stability restriction holds after
conditioning on X. Unlike in standard RDD, where covariates are included mainly to im-
prove efficiency, here conditioning on X is essential for identification. The approach also
accommodates a doubly robust formulation that remains valid when either the outcome
model or the relevant propensity score is correctly specified.

Let

∆t (y, x) :=FY (1,0)|X,R=0,T=t (y|x)− FY (0,0)|X=x,R=0,T=t (y|x) ,

for t = 0, 1. Further let p (x):=Pr (T = 1|R = 0, X = x).

Assumption 3.1. (Smoothness (with Covariates)) (i) FY (c,0)|X,R=r,T=0(y|x) for c ∈
{0, 1} and FY (c,d)|R=r,T=1(y) for c, d ∈ {0, 1} are continuous in r at r = 0. (ii) fX|R=r,T=t(x)
is continuous in r at r = 0 for t ∈ {0, 1}. (iii) fR|T=t(r) is continuous and bounded away
from zero at r = 0 for t ∈ {0, 1}.

Assumption 3.2. (Conditional Stable Distributional Effect) ∆0(y, x) = ∆1(y, x)
for all (y, x).
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Assumption 3.3. (One-sided Local Overlap) There exists ε > 0 such that Pr(p(X) ≤
1− ε|R = 0, T = 1) = 1.

The asymmetry in Assumption 3.1(i) is intentional: conditional continuity in X is only
imposed on T = 0, because ∆0 (y, x) is identified from pre-period one-sided limits and
then transported to T = 1 via Assumption 3.2; for T = 1, unconditional continuity
is sufficient to identify FY (1,1)|R=0,T=1 (y) and FY (0,0)|R=0,T=1 (y). Assumption 3.1(ii)
should be understood as a continuity restriction on the distribution of the untreated
covariates X at the cutoff; variables that respond to C and D are excluded from the
conditioning set in the current framework. Assumption 3.1 strengthens Assumption 2.1
by requiring smoothness for T = 0 to hold conditional on X. In particular, parts (i)–(ii)
imply the unconditional continuity in Assumption 2.1, making Assumption 3.1 slightly
stronger in theory. In practice, the difference is negligible, as smoothness in observables is
commonly required in RDD applications—discontinuity in the distribution of observables
at the cutoff is generally viewed as evidence invalidating the design.1

Assumption 3.2 relaxes Assumption 2.2 by allowing the distributional effect of C to
vary across periods with observed covariates X. Conditional on X, however, the effect of
C at the cutoff must remain stable across T = 0 and T = 1, so that the pre-period object
∆0(y, x) can be transported to the post-period covariate distribution. Thus, Assump-
tion 3.2 is a conditional transportability restriction: it allows cross-period compositional
changes near the cutoff, provided they are captured by X. As with Assumption 2.2, it is
invariant to strictly monotonic transformations of the outcome.

Assumption 3.2 can be informally probed using a placebo exercise based only on
pre-period data when multiple pre-periods are available. One can re-estimate the same
covariate-adjusted specification used in the main analysis, treating an earlier pre-period
as the base period and a later pre-period as a placebo post period. Placebo QTE esti-
mates close to zero across quantiles would be consistent with the maintained identifying
framework and, in particular, with conditional stability of the discontinuity generated by
C. Conversely, sizable placebo effects even after conditioning on X would suggest either
that the effect of C changes over time in ways not captured by X, or that the covariates
are not rich enough to absorb the relevant heterogeneity. Comparing unconditional and
conditional placebo results can also be informative: rejection of the former but not the
latter would suggest that observable compositional change is the main source of time
variation. As before, however, this exercise is not a test of Assumption 3.2 alone, but a
joint check of the full set of identifying assumptions underlying the placebo comparison.
Thus, rejection may reflect failure of conditional stability, violations of the underlying
RDD conditions, or other departures from the maintained framework. Likewise, passing
the placebo exercise is only suggestive, since stability across pre-periods need not extend
to the actual post period. The exercise should therefore be interpreted as a plausibility
check rather than a formal validation of Assumption 3.2.

Assumption 3.3 states that there exists ε > 0 such that p (X) ≤ 1− ε a.s., with “a.s.”
taken under the T = 1 local distribution at the cutoff. It allows p (X) = 0 but rules
out p (X) = 1 on covariate values relevant for T = 1. Let St:=Supp (X|R = 0, T = t).
Assumption 3.3 implies support inclusion: S1 ⊆ S0, enabling extrapolation of the effect

1The current framework may be extended to accommodate discontinuities in the distribution of co-
variates at the RDD cutoff. This can be done following Frölich and Huber (2019), at the cost of more
cumbersome notations. We do not pursue it here as it is not the main focus of the paper.
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of C from T = 0 to T = 1. More importantly, Assumption 3.3 requires p (X) to be
bounded sufficiently away from 1, which ensures stability of the inverse-propensity-score-
type reweighting on which the proposed DR approach relies.

Under Assumption 3.1,

FY (1,1)|R=0,T=1 (y) = lim
r↓0

E [I (y) |R = r, T = 1] (3.1)

is identified as before. Let

∆ (y) :=FY (1,0)|R=0,T=1 (y)− FY (0,0)|R=0,T=1 (y) .

Then

FY (1,0)|R=0,T=1 (y) = FY (0,0)|R=0,T=1 (y) + ∆ (y) , (3.2)

where the first term

FY (0,0)|R=0,T=1 (y) = lim
r↑0

E [I (y) |R = r, T = 1] (3.3)

is identified from data with T = 1 and R ≤ 0. To identify the second term ∆ (y), note
from Assumption 3.2 that ∆1 (y, x) = ∆0 (y, x), and from Assumption 3.1(i),

∆0 (y, x) = lim
r↓0

E [I (y) |X = x,R = r, T = 0]− lim
r↑0

E [I (y) |X = x,R = r, T = 0] . (3.4)

By the law of iterated expectations and Assumption 3.3,

∆ (y) = E [∆1 (y,X) |R = 0, T = 1]

= E [∆0 (y,X) |R = 0, T = 1] , (3.5)

where ∆0 (y, x) is given by eq. (3.4).
In contrast to the canonical RDD—where conditioning on covariates improves effi-

ciency but is not needed for identification—conditioning on X is essential here to recover
the counterfactual distribution FY (1,0)|R=0,T=1 (y).

If T is randomized or X is stable over time,
fX|R=0,T=0 (x) = fX|R=0,T=1 (x), the above simplifies to

∆ (y) = lim
r↓0

E [I (y) |R = r, T = 0]− lim
r↑0

E [I (y) |R = r, T = 0] . (3.6)

The conditional approach in (3.5) – which requires estimating the conditional effect
∆0 (y, x) and then averaging it over the distribution of covariates X at R = 0 for T = 1
– can still yield efficiency gains over (3.6) (see Frölich and Huber 2019).

Alternatively, ∆ (y) can be identified using inverse propensity score weighting. Let
p(x):=Pr(T = 1 | X = x,R = 0) and p:=Pr(T = 1 | R = 0) = E[p(X) | R = 0]. Define

the odds π(x):= p(x)
1−p(x) and the normalized weight

w(x):=
π(x)

E[π(X) | R = 0, T = 0]
=

(1− p) p(x)

p (1− p(x))
. (3.7)

The last equality follows from the standard identity E[π(X) | R = 0, T = 0] = p
1−p . As-

sumption 3.3 ensures that w(x) is finite almost surely under the T = 1 local distribution.
This weight satisfies the identity, for any integrable function G(X),

E[G(X) | R = 0, T = 1] = E[w(X)G(X) | R = 0, T = 0]. (3.8)
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Then

∆ (y) = lim
r↓0

E [w (X) · I (y) |R = r, T = 0]− lim
r↑0

E [w (X) · I (y) |R = r, T = 0] . (3.9)

A proof of Eqs. (3.8) and (3.9) is provided in the Appendix.
Eqs. (3.5) and (3.9) require estimating conditional mean or probability functions given

R, T and X. Nonparametric estimation can suffer from the curse of dimensionality when
X is high-dimensional, especially when it includes many continuous covariates; paramet-
ric models risk misspecification. We therefore consider a doubly robust approach that
mitigates the misspecification concern.

Let F+
0 (y,X) and F−0 (y,X) be some chosen parametric models for the conditional

mean functions

lim
r↓0

E
[
I(y) | X,R = r, T = 0

]
and lim

r↑0
E
[
I(y) | X,R = r, T = 0

]
,

respectively. Let w̃ (x) be the IPW weights in (3.7) when the propensity score p (x) is
estimated parametrically, such as by logit or probit. Define

∆DR (y) :=∆1 (y) + ∆+
2 (y)−∆−2 (y), (3.10)

with

∆1(y):=E
[
F+

0 (y,X)− F−0 (y,X) | R = 0, T = 1
]
,

∆+
2 (y):= lim

r↓0
E
[
w̃(X){I(y)− F+

0 (y,X) | R = r, T = 0
]
},

∆−2 (y):= lim
r↑0

E
[
w̃(X){I(y)− F−0 (y,X) | R = r, T = 0

]
}.

Theorem 3.1. (QTE Identification) Under Assumptions 3.1–3.3,

δ (τ) = inf
{
y ∈ Y: FY (1,1)|R=0,T=1 (y) ≥ τ

}
− inf

{
y ∈ Y: FY (1,0)|R=0,T=1 (y) ≥ τ

}
,

where

FY (1,1)|R=0,T=1 (y) = lim
r↓0

E [I (y) |R = r, T = 1] ,

FY (1,0)|R=0,T=1 (y) = lim
r↑0

E [I (y) |R = r, T = 1] + ∆DR (y) ,

and ∆DR (y) is given by eq. (3.10). The estimand for FY (1,0)|R=0,T=1 (y) is valid if either

(i) the conditional mean models F+
0 and F−0 are correctly specified, or (ii) the weights w̃

are correctly specified.

The proposed doubly robust formulation in Theorem 3.1 ensures validity under cor-
rect specification of either the outcome regression or the propensity score model. This
formulation forms the basis for the estimation procedures developed in the next section.

Note that we focus on the case in which both the confounding treatment C and the
treatment of interest D follow a sharp design. If both instead follow a fuzzy design, the
QTEs δ (τ) are generally not point identified without additional restrictions.
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4. ESTIMATION AND INFERENCE

For clarity and to simplify notation, estimation and inference are presented using a
single bandwidth h common to both periods (t ∈ {0, 1}) and both sides of the cutoff
(s ∈ {+,−}), i.e., ht,sτ = h for all τ . In practice, one may choose different bandwidths
depending on the time period, the side of the cutoff, and the specific quantile. We discuss
detailed bandwidth choices in Section 4.3 and Appendix C.5.

4.1. Estimation

For the main exposition, assume we have an i.i.d. sample {Yi, Ri, Xi, Ti}ni=1, with period
indicator Ti ∈ {0, 1}, running variable Ri ∈ R ⊆ R, covariates Xi ∈ X ⊆ Rp, and
outcome Yi ∈ Y ⊆ R. Define Ii(y):=1{Yi ≤ y} and the kernel Kh(u):=K(u/h)/h with

bandwidth h. Denote by θ̂ the estimator of any parameter θ.

Step 1: Estimate local CDFs for T = 1. Let Fc,d (y) = FY (c,d)|R=0,T=1(y),

c, d ∈ {0, 1}. Estimate F1,1 (y) by â+
0 (y) from the following local linear regression (LLR):{

â+
0 (y) , â+

1 (y)
}

= arg min
a+

0 ,a
+
1

∑
i:Ri≥0, Ti=1

(
Ii(y)− a+

0 − a
+
1 Ri

)2
Kh(Ri), (4.1)

Similarly, estimate F0,0 (y) = limr↑0 E[I(y) | R = r, T = 1] by â−0 (y) from{
â−0 (y) , â−1 (y)

}
= arg min

a−0 ,a
−
1

∑
i:Ri<0, Ti=1

(
Ii(y)− a−0 − a

−
1 Ri

)2
Kh(Ri). (4.2)

Step 2: Estimate DR correction ∆̂DR(y). Fit side-specific parametric working
models for E[Ii(y) | Xi, Ri, Ti = 0] on the subsamples {Ti = 0, Ri ≥ 0} and {Ti =

0, Ri < 0}, and denote by F̂+
0 (y,Xi) and F̂−0 (y,Xi) the corresponding fitted values

evaluated at Ri = 0. Further estimate ∆1(y) by â (y) from LLR using the pseudo-outcome

∆̂ (y,Xi):=F̂
+
0 (y,Xi)− F̂−0 (y,Xi) and the subsample {Ti = 1}, i.e.,{
â (y) , b̂ (y)

}
= arg min

a,b

∑
i:Ti=1

(
∆̂ (y,Xi)− a− bRi

)2
Kh(Ri).

Fit Pr(T = 1 | X,R) by logit/probit and define p̂(Xi) = P̂ r(T = 1 | Xi, Ri = 0). Set
π̂ (Xi) = p̂ (Xi) / (1− p̂ (Xi)). Further estimate π̂ = E [π̂ (X) |R = 0, T = 0] by a para-
metric intercept, regressing π̂ (Xi) on Ri using the subsample {Ti = 0}. Alternatively, one
may estimate π by local constant estimator i.e., π̂ =∑

i:Ti=0 π̂(Xi)Khπ (Ri)∑
i:Ti=0 Khπ (Ri)

, choosing hπ � h so that the estimation error of π̂ is first-order

ignorable. Set

ŵ (Xi) =
π̂ (Xi)

π̂
. (4.3)

Estimate ∆+
2 (y) and ∆−2 (y) by LLRs as in (4.1) and (4.2), replacing Ii(y) with the pseudo-

outcome ŵ (Xi) {Ii(y)−F̂+
0 (y,Xi)} for Ti = 0, Ri ≥ 0 and with ŵ (Xi) {Ii(y)−F̂−0 (y,Xi)}

for Ti = 0, Ri < 0. Then

∆̂DR(y) = ∆̂1(y) + ∆̂+
2 (y)− ∆̂−2 (y), (4.4)

F̂1,0(y) = F̂0,0(y) + ∆̂DR(y). (4.5)
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Step 3: Estimate quantiles. Let q1,d,τ be the τ -quantile of F1,d and q̂1,d,τ its es-

timator obtained by inverting the monotone rearrangements of F̂1,d; rearrangement is
Hadamard directionally differentiable and does not affect first-order asymptotics (Cher-
nozhukov et al. 2010). The estimated QTE is then

δ̂ (τ) = q̂1,1,τ − q̂1,0,τ , τ ∈ (0, 1) .

In practice, it can be useful to smooth in the y-direction by replacing 1{Yi ≤ y}
with Φ((y − Yi)/hY ) in the CDF estimation steps, where Φ is a smooth CDF (e.g., the
standard normal). This finite-sample refinement makes the estimated CDFs smoother in
y; the bandwidth hY is chosen so that the smoothing is first-order negligible, as discussed
in Section 4.2.

4.2. Inference

Define nt :=
∑n
i=1 1{Ti = t} and p̂t := nt/n for t ∈ {0, 1}. The local-polynomial com-

ponents of the estimator are computed within period, but the QTE expansion below is
written under the common

√
nh scaling. The influence functions used below are therefore

normalized full-sample objects.
We maintain the following conditions.

Assumption 4.1. (Inference conditions) (i) Assumptions 3.1–3.3 hold; (ii) the con-
ditional expectations entering (3.1), (3.3), and (3.10) are twice continuously differentiable
in r near zero, and for each t ∈ {0, 1} the density fR|T=t(r) is continuous and strictly
positive near zero; (iii) K is bounded, symmetric, nonnegative, has compact support, and∫
K = 1; (iv) h → 0, nh → ∞,

√
nhh2 → γ ∈ [0,∞), and nt/n → pt ∈ (0, 1) for

t ∈ {0, 1}, so that
√
nthh

2 → γt :=
√
ptγ; (v) either the parametric outcome regressions

F±0 (y, x) are correctly specified or the propensity score p(x) is correctly specified; and (vi)
for d ∈ {0, 1}, F1,d(y) is absolutely continuous at q1,d,τ with density f1,d(q1,d,τ ) bounded
away from zero and infinity on the quantile index set of interest.

Let ψ1,1,y(Wi) and ψ1,0,y(Wi) denote the normalized full-sample influence functions

for F̂1,1(y) and F̂1,0(y) under the common
√
nh scaling used below. These objects absorb

both the
√
h normalization of the local-linear equivalent kernels and the period-share ad-

justments that arise because the components are estimated within period. Their explicit
construction is given in Appendix C.2; the leading bias constants b1,1(y) and b1,0(y) are
given in Appendix C.4. Because the nuisance models are low-dimensional parametric and
estimated at the n−1/2 rate, their contribution is second order relative to (nh)−1/2, so
sample splitting is unnecessary here.

Theorem 4.1. (Asymptotic linearity of the CDF estimators) Under Assump-
tion 4.1, for each fixed y,

√
nh{F̂1,1(y)− F1,1(y)} =

1√
n

n∑
i=1

ψ1,1,y(Wi) + γb1,1(y) + op(1),

and
√
nh{F̂1,0(y)− F1,0(y)} =

1√
n

n∑
i=1

ψ1,0,y(Wi) + γb1,0(y) + op(1),
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where b1,1(y) and b1,0(y) are the constants multiplying the usual h2 local-linear bias terms.

Applying the functional delta method to the quantile map yields the asymptotic ex-
pansion for the QTE estimator. Let q1,d,τ denote the τ -quantile of F1,d for d ∈ {0, 1}.

Corollary 4.1. (QTE asymptotics) Under Assumption 4.1, for fixed τ ∈ (0, 1),

√
nh{δ̂(τ)− δ(τ)} =

1√
n

n∑
i=1

φτ (Wi) + γµ(τ) + op(1),

where

φτ (Wi) := −
ψ1,1,q1,1,τ (Wi)

f1,1(q1,1,τ )
+
ψ1,0,q1,0,τ (Wi)

f1,0(q1,0,τ )
,

and

µ(τ) := β1,1(τ)− β1,0(τ), β1,d(τ) := − b1,d(q1,d,τ )

f1,d(q1,d,τ )
, d ∈ {0, 1}.

Hence,
√
nh{δ̂(τ)− δ(τ)} d−→ N

(
γµ(τ), σ2(τ)

)
, σ2(τ) := Var{φτ (Wi)}.

Corollary 4.1 suggests two standard routes for inference: undersmoothing, which sets
γ = 0 asymptotically, and robust bias correction (RBC), which estimates and removes
the leading drift term.

Under undersmoothing, the leading bias term is asymptotically negligible. Let ψ̂1,1,y(Wi)

and ψ̂1,0,y(Wi) denote the sample analogues of the normalized full-sample influence func-
tions in Theorem 4.1, obtained by replacing the population quantities in Appendix C.2
with their estimates. Define

φ̂τ (Wi) := −
ψ̂1,1,q̂1,1,τ (Wi)

f̂1,1(q̂1,1,τ )
+
ψ̂1,0,q̂1,0,τ (Wi)

f̂1,0(q̂1,0,τ )
.

Then

V̂ (τ) =
1

n

n∑
i=1

(
φ̂τ (Wi)−

¯̂
φτ

)2

,
¯̂
φτ =

1

n

n∑
i=1

φ̂τ (Wi),

consistently estimates the asymptotic variance of
√
nh{δ̂(τ) − δ(τ)}, and a pointwise

(1− α) Wald interval is

δ̂(τ)± z1−α/2

√
V̂ (τ)/(nh).

The sparsity terms f1,d(q1,d,τ ), d ∈ {0, 1}, can be estimated using the same y-smoothing
device. Specifically, differentiate the smoothed CDF estimator obtained by replacing
1{Yi ≤ y} with Φ((y − Yi)/hY ), where Φ is a smooth CDF. Choose hY → 0 sufficiently
fast that the smoothing bias is first-order negligible; for example, if the smoothing bias
is of order h2

Y , it suffices that
√
nhh2

Y → 0.
Alternatively, one may use the plug-in influence function above to implement a multi-

plier bootstrap.

1 Draw i.i.d. multipliers {ξ(b)
i }ni=1 with E[ξ

(b)
i ] = 0 and Var(ξ

(b)
i ) = 1; for example,

Rademacher or standard normal multipliers.
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2 For each draw b = 1, . . . , B, compute

Tb(τ) =
1√
n

n∑
i=1

ξ
(b)
i

(
φ̂τ (Wi)−

¯̂
φτ

)
.

By the expansion in Corollary 4.1, the conditional distribution of Tb(τ) consistently

approximates the law of
√
nh{δ̂(τ)− δ(τ)} under undersmoothing.

3 Let q∗u(τ) be the u quantile of {Tb(τ)}Bb=1. A bootstrap pointwise (1−α) confidence
interval is [

δ̂(τ)−
q∗1−α/2(τ)
√
nh

, δ̂(τ)−
q∗α/2(τ)
√
nh

]
.

Remark 4.1. (Clustered sampling) For notational simplicity, the asymptotic results
above are stated for i.i.d. observations. In applications with repeated observations for the
same unit over time, let the data be indexed by clusters g = 1, . . . , G and within-cluster
observations j = 1, . . . ,mg, with Wgj = (Ygj , Rgj , Xgj , Tgj) and n =

∑G
g=1mg. Suppose

clusters are independent, while observations within a cluster may be arbitrarily dependent,
and assume cluster sizes are uniformly bounded:

max
1≤g≤G

mg ≤ m̄ <∞.

Then n � G, so the rate conditions in Assumption 4.1 continue to govern the first-order
behavior up to constants, and the asymptotic linear representation carries over after
grouping the influence-function contributions at the cluster level.

For the multiplier bootstrap under undersmoothing, define

Φ̂g,τ =

mg∑
j=1

(
φ̂τ (Wgj)−

¯̂
φτ

)
,

¯̂
φτ =

1

n

G∑
g=1

mg∑
j=1

φ̂τ (Wgj).

Draw i.i.d. cluster-level multipliers {ξ(b)
g }Gg=1 with E[ξ(b)

g ] = 0 and Var(ξ(b)
g ) = 1, and

compute

T cl
b (τ) =

1√
n

G∑
g=1

ξ(b)
g Φ̂g,τ .

The corresponding clustered plug-in variance estimator is

V̂cl(τ) =
1

n

G∑
g=1

Φ̂ 2
g,τ .

Accordingly, whenever the same unit is observed in multiple periods, inference should be
clustered at the unit level.

Remark 4.2. (Simultaneous confidence bands) For a fixed finite grid of quantiles
T , the same influence-function-based multiplier bootstrap can be used to construct simul-
taneous confidence bands. With i.i.d. observations, compute the bootstrap critical value
c∗1−α as the (1− α) quantile of

max
τ∈T

∣∣∣∣∣ Tb(τ)

V̂ (τ)1/2

∣∣∣∣∣ .
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With clustered observations, use the analogous statistic with T cl
b (τ) and V̂cl(τ). The re-

sulting simultaneous bands are

δ̂(τ)± c∗1−α
√
V̂ (τ)/(nh), τ ∈ T ,

or, in the clustered case,

δ̂(τ)± c∗1−α
√
V̂cl(τ)/(nh), τ ∈ T .

We use these bands as a supplementary empirical diagnostic in the application. Formal
uniform validity over a continuum of quantiles would require additional empirical-process
arguments and is beyond the scope of the present paper.

The analytical and multiplier-bootstrap CIs above rely on undersmoothing. When one
uses a relatively large bandwidth, such as an asymptotic mean squared error (AMSE)-
optimal bandwidth, the leading bias term in Corollary 4.1 need not be negligible. In
this case, one may apply robust bias correction. Writing γ̂ =

√
nhh2 and letting µ̂(τ)

estimate the leading drift from Appendix C.4, define

δ̂
rbc

(τ) = δ̂(τ)− γ̂ µ̂(τ)/
√
nh = δ̂(τ)− h2µ̂(τ).

In practice, one may compute δ̂
rbc

(τ) by replacing all the boundary and interior local-

polynomial estimators involved in estimating F̂1,1(y) and F̂1,0(y) by their RBC alterna-
tives before inverting the resulting CDFs.2 Confidence intervals can then be constructed
by the usual resampling bootstrap, recomputing the full RBC estimator in each boot-
strap sample so that the additional variability from bias correction is incorporated. When
observations repeat across periods, resampling should be done at the cluster level.

4.3. Bandwidth Selection

The theoretical results above are stated using a common bandwidth h for notational sim-
plicity. In implementation, we allow bandwidths to vary by period, side of the cutoff, and
quantile. Since the target objects are CDFs and their inverses, we follow Frandsen et al.
(2012) and adapt mean-optimal RDD bandwidths to quantile estimation. Specifically, let
ht,smean be a plug-in mean-optimal bandwidth for period t ∈ {0, 1} and side s ∈ {+,−}.
Following FFM, the corresponding quantile-specific bandwidth is

ht,sτ = ht,smean

[
τ(1− τ)

φ{Φ−1(τ)}2

]1/5

,

where φ and Φ are the standard normal PDF and CDF. The same scaling is used for the
centered local-linear component ∆1(y), with a reference bandwidth h1

mean of the same
order, such as the harmonic mean of h1,+

mean and h1,−
mean.

Appendix C.5 gives the pilot implementation for applying this rule when CDFs are
estimated on a grid of outcome values.

2The RBC estimators for local polynomial regression at both boundary and interior points can be
conveniently implemented in Stata by lprobust or in R by nprobust (Calonico et al. 2019).
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5. EMPIRICAL APPLICATION

In this section, we revisit the quasi-experimental setting studied by Grembi et al. (2016)
to estimate the distributional impacts of relaxing fiscal constraints on municipal deficits
in Italy. Before 2001, all Italian municipalities were subject to the Domestic Stability
Pact (DSP), which imposed binding numerical constraints on local fiscal discipline. In
2001, the central government exempted municipalities with fewer than 5,000 residents
from the DSP. At the same 5,000-resident threshold, the mayor’s wage also changes
discontinuously. Following Grembi et al. (2016), we exploit the before/after policy change
and the shared population threshold to isolate the causal effect of relaxing fiscal rules
while differencing out the confounding wage discontinuity.

Our sample and variables follow Grembi et al. (2016). We focus on the period 1999–
2004, defining 1999–2000 as the pre-policy period and 2001–2004 as the post-policy pe-
riod. The overall sample size is 6,656, with 2,251 from the pre-period and 4,405 from the
post-period. The running variable R is municipal population measured in the most recent
census available for each period (1991 census for the pre period; 2001 census for the post
period), consistent with the institutional timing. The treatment of interest D is the DSP
exemption, or relaxation of fiscal constraints, while the pre-existing confounding treat-
ment C is the mayoral-wage discontinuity at the 5,000-resident population threshold. We
use the municipal budget deficit as the primary outcome, following Grembi et al.’s (2016)
argument that deficit is the relevant “policy variable”. Additional results for the DSP
target variable, the fiscal gap, are reported in the Appendix. The covariate set includes an
indicator for a binding mayoral term limit, the number of parties in the city council, the
percentage of young voters, the speed of public good provision, average taxable income,
the mayor’s years of schooling, and an indicator for northern municipalities.

Figure 1. Counterfactual quantile curves and QTEs: deficit (full sample)

We implement the DR estimator described in Section 4. Implementation details, includ-
ing kernel, bandwidth choices and specifications for the parametric functions are provided
in the Appendix. The empirical application uses a short panel of municipalities observed
over multiple years. As discussed in Section 2, the panel structure does not change the
marginal QTE estimand, but it affects the sampling distribution. We therefore treat mu-
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Table 1. Counterfactual quantiles and quantile treatment effects of relaxing fiscal con-
straints on deficit

τ q1,1,τ q1,0,τ QTE

0.10 -18.5 (4.1)*** -29.6 (4.5)*** 11.1 (6.1)*

0.15 -12.0 (3.6)*** -24.4 (4.1)*** 12.4 (5.5)**

0.20 -7.2 (3.2)** -20.4 (4.0)*** 13.3 (5.1)***

0.25 -3.1 (3.0) -17.3 (3.9)*** 14.2 (4.9)***

0.30 0.6 (3.0) -14.5 (4.1)*** 15.1 (5.0)***

0.35 4.1 (3.1) -11.8 (4.3)*** 16.0 (5.3)***

0.40 7.6 (3.4)** -9.5 (4.5)** 17.1 (5.6)***

0.45 11.2 (3.6)*** -7.2 (5.6) 18.4 (6.6)***

0.50 14.9 (3.8)*** -4.8 (6.3) 19.7 (7.3)***

0.55 18.7 (3.9)*** -2.3 (7.1) 21.0 (8.1)***

0.60 22.6 (4.0)*** 0.5 (7.2) 22.2 (8.2)***

0.65 26.6 (4.0)*** 3.5 (8.6) 23.1 (9.5)**

0.70 30.8 (4.0)*** 7.0 (11.0) 23.8 (11.7)**

0.75 35.3 (4.1)*** 11.1 (16.7) 24.2 (17.2)

0.80 40.3 (4.2)*** 16.6 (33.9) 23.7 (34.2)

0.85 46.7 (5.0)*** 55.2 (13.0)*** -8.5 (14.0)

Notes: Covariates include an indicator for a binding mayoral term
limit, the number of parties in the city council, the percentage of
young voters, the speed of public good provision, average taxable in-
come, the mayor’s years of schooling, and an indicator for northern
cities. Standard errors (in parentheses) are computed using a multi-
plier wild bootstrap with 9,999 draws and are clustered at the munic-
ipality level. * p < 0.10, ** p < 0.05, *** p < 0.01.

nicipalities as independent clusters, allow arbitrary within-municipality dependence over
time, and base inference on a municipality-clustered multiplier bootstrap described in
Section 4.2, with B = 9,999 draws of i.i.d. Rademacher multipliers at the municipality
level.3 Reliable nonparametric inversion of the counterfactual CDF at extreme quantiles
requires a sufficient number of observations in the upper tail of the local sample. We
therefore restrict the quantiles reported in the tables to τ ∈ [0.10, 0.85], where the local
sample is large enough for stable quantile inversion. For readability, the figures display
the estimated quantile curves and QTEs over the narrower range τ ∈ [0.10, 0.80]; simul-
taneous confidence bands are computed over the full reported grid.

Table 1 reports estimated treated quantiles q̂1,1,τ , counterfactual quantiles q̂1,0,τ , and

the quantile treatment effects δ̂(τ) = q̂1,1,τ − q̂1,0,τ for the full sample. Figure 1 visualizes
these quantile curves (left panel) and the QTE function (right panel) with pointwise 95%
confidence intervals.

The estimates in Table 1 and Figure 1 indicate that exempting small municipalities
from the DSP shifts the deficit distribution upward over most of the support. The esti-
mated QTEs are positive and statistically significant at conventional levels from τ = 0.10
through τ = 0.70 (with the tightest precision in the middle of the distribution). The
magnitudes are economically meaningful: at low quantiles the exemption reduces fiscal

3When the unit of observation is municipality-year, each municipality contributes at most six observa-
tions over 1999–2004, so cluster sizes are uniformly bounded in this application.
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surpluses, and around the centre of the distribution it moves municipalities from near
balance into clear deficits. Overall, the results suggest that relaxing the DSP mainly
increases the incidence and size of moderate deficits, rather than shifting the entire dis-
tribution by a constant amount.

At the highest quantiles, the estimates are less stable and standard errors grow quickly.
The widening confidence bands in Figure 1 are consistent with greater sampling variabil-
ity in counterfactual quantiles obtained by inversion of an estimated counterfactual CDF:
when the counterfactual distribution is thin in the right tail, small CDF estimation er-
rors translate into large quantile errors. Overall, the strongest pointwise evidence is for
positive effects away from the upper tail, with less conclusive evidence at the highest
reported quantiles.

Appendix Figure B2 reports estimated QTEs along with simultaneous confidence bands
over the reported quantile grid based on the clustered multiplier bootstrap. For the deficit
outcome, the bands exclude zero over a range of lower and central quantiles, so we reject
the joint null that δ(τ) = 0 across the grid. At the same time, the upper-tail bands remain
wide and include zero, consistent with less precise evidence at the highest quantiles.

Table 2. Quantile Treatment Effects for Deficit: Subgroup Analysis
Term limit Young voters Public good provision

τ Non-binding Binding Below median Above median Below median Above median

0.10 5.1 (9.5) 20.8 (9.9)** 34.5 (8.2)*** -5.1 (7.6) 15.5 (10.5) 6.5 (14.3)

0.15 6.9 (9.1) 18.3 (9.5)* 30.4 (6.9)*** -2.5 (6.8) 15.9 (8.1)** 7.4 (10.9)

0.20 8.4 (9.2) 16.4 (7.7)** 29.4 (6.2)*** -1.2 (6.4) 16.8 (7.7)** 8.6 (10.0)

0.25 10.0 (9.4) 16.3 (7.1)** 29.6 (6.3)*** 0.1 (6.2) 17.9 (7.4)** 9.8 (9.0)

0.30 11.4 (10.0) 14.0 (11.5) 30.3 (6.6)*** 1.4 (6.4) 18.9 (7.6)** 11.1 (9.1)

0.35 12.9 (10.8) 9.8 (15.7) 31.1 (6.9)*** 2.7 (6.7) 20.1 (7.5)*** 12.5 (9.7)

0.40 14.5 (11.5) 4.6 (16.0) 31.9 (7.3)*** 4.0 (7.4) 21.1 (7.6)*** 13.9 (10.7)

0.45 16.2 (12.6) 0.1 (12.9) 32.9 (7.5)*** 5.3 (8.3) 22.1 (7.7)*** 15.6 (12.2)

0.50 18.5 (13.7) -2.4 (10.4) 33.8 (8.1)*** 6.6 (9.4) 23.3 (8.0)*** 17.0 (14.8)

0.55 20.6 (15.0) -3.6 (9.1) 35.2 (8.7)*** 7.7 (10.9) 24.6 (8.3)*** 18.0 (20.3)

0.60 22.5 (16.8) -4.0 (8.4) 36.5 (9.6)*** 8.3 (12.8) 26.0 (8.8)*** 15.5 (55.7)

0.65 24.1 (20.1) -4.4 (8.1) 38.2 (10.5)*** 8.2 (14.8) 27.7 (9.2)*** -1.5 (16.5)

0.70 25.4 (24.7) -4.6 (8.2) 40.0 (11.4)*** 7.6 (14.6) 29.8 (9.6)*** -1.1 (12.3)

0.75 26.1 (34.1) -4.8 (13.5) 42.5 (12.4)*** 7.6 (13.4) 32.6 (10.4)*** -0.6 (10.6)

0.80 24.9 (85.1) -5.0 (15.1) 45.5 (13.7)*** 7.7 (13.7) 36.1 (11.3)*** -0.4 (10.5)

0.85 1.5 (14.4) -5.5 (15.1) 50.1 (15.0)*** 8.7 (16.7) 41.6 (12.6)*** -1.2 (13.8)

Note: QTEs for budget deficit. Covariates are the same as in Table 1, except that the variable used
to define each subgroup is omitted. Standard errors (in parentheses) are computed using a multiplier
wild bootstrap with 9,999 draws and are clustered at the municipality level. * p < 0.10, ** p < 0.05,
*** p < 0.01.

We next explore heterogeneity along the key political-economy dimensions highlighted
by Grembi et al. (2016): term limits (reelection incentives), voter age composition, and
the speed of public good provision. Table 2 reports subgroup QTEs.

Across subgroups, the clearest differences arise by voter age and public-good provi-
sion. QTEs are large, positive, and statistically significant for municipalities with older
electorates, but small and insignificant for those with younger electorates. They are also
positive and increase across quantiles for municipalities with slower public-good provision
(a lower provided-to-promised ratio), whereas effects for faster-provision municipalities
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are smaller and imprecise. Term-limit heterogeneity is more tentative: when term lim-
its bind, the estimated effects are positive and statistically significant only at the lower
quantiles and then fade toward zero or become slightly negative; when term limits do not
bind, the estimates are positive and generally increase through much of the distribution,
but are imprecisely estimated throughout. Overall, the patterns are consistent with the
interpretation in Grembi et al. (2016) that fiscal constraints matter more where politi-
cal discipline or governance performance is weaker, although the subgroup comparisons
should be interpreted cautiously.

Figure 2. Counterfactual quantile curves and QTEs for deficit: falsification test

Finally, we conduct a falsification exercise using only the pre-policy sample (1999–
2000) to probe the plausibility of the maintained identifying framework. This exercise
is particularly relevant for Assumption 3.2: in this application, the conditional stable
distributional effect restriction requires that conditional on the included covariates, the
distributional discontinuity in deficits generated by the mayoral-wage rule at the 5,000-
resident cutoff, in the absence of the DSP exemption, must remain stable between the
pre-policy period (1999–2000) and the post-policy period (2001–2004). Specifically, we
re-estimate the same covariate-adjusted specification as in the main analysis, treating
1999 as the base period and 2000 as a placebo post period, even though the fiscal-policy
relaxation was not introduced until 2001. Figure 2 plots the resulting counterfactual
quantile curves together with the placebo QTEs for deficit. The placebo point estimates
remain close to zero, and the pointwise 95% confidence intervals contain zero at all
reported quantiles, which is consistent with the maintained identifying framework in this
empirical setting. As discussed above, however, this exercise should be interpreted as a
plausibility check rather than as a formal validation of the assumptions.

Other standard RDD design diagnostics, including running-variable density and co-
variate balancing checks around the 5,000-resident threshold, are reported in Grembi et
al. (2016), whose sample construction and variable definitions we follow, so we do not
reproduce them here.

Overall, the estimates refine the mean results in Grembi et al. (2016) along both dis-
tributional and political-economy dimensions. The clearest evidence of deficit increases
is concentrated in the lower and central quantiles, suggesting that the exemption primar-
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ily erodes surpluses or moves municipalities near fiscal balance into moderate deficits,
rather than shifting the entire distribution uniformly. The subgroup estimates further
suggest that the response is most pronounced among municipalities with older electorates
or slower public-good provision, consistent with fiscal constraints binding more strongly
where electoral discipline or governance performance is weaker. Thus, relaxing fiscal rules
affects not only average deficits, but also which municipalities respond and where in the
distribution those responses occur.

6. CONCLUSION

This paper extends diff-in-disc analysis beyond mean effects by identifying and estimat-
ing QTEs in settings that combine cutoff-based and before–after variation. The proposed
DR estimator provides a tractable tool for recovering counterfactual outcome distribu-
tions: it remains valid when either the outcome regression or the propensity score model
is correctly specified, and it avoids high-dimensional nonparametric covariate adjustment
in the local RDD environment. Monte Carlo simulations support its double robustness
and point to a favorable robustness–efficiency trade-off in finite samples. In the applica-
tion to Italian municipal fiscal data, the distributional estimates show that relaxing fiscal
constraints increases deficits mainly over the lower and central portions of the distribu-
tion. These distributional responses are especially pronounced among municipalities with
older electorates or slower public-good provision. The identification strategy relies on a
conditional stable-distributional-effect restriction for the pre-existing treatment. Devel-
oping complementary approaches based on alternative distributional restrictions, such
as adapting the changes-in-changes model of Athey and Imbens (2006) to diff-in-disc
designs, is an interesting direction for future work.
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APPENDIX A: MONTE CARLO SIMULATIONS

This appendix reports a compact but informative Monte Carlo study of the doubly
robust (DR) estimator. The objective is to verify the main finite-sample implications of
the theory: the estimator should remain accurate when either the outcome-regression
(OR) or propensity-score (PS) model is correctly specified. We also compare the DR
estimator with OR-only and IPW-only benchmarks.

A.1. Simulation Design

We simulate repeated cross-sections with two covariates, a period indicator whose propen-
sity depends on those covariates, and a running variable independent of both. Treatment
assignment follows the sharp diff-in-disc rule C = 1{R ≥ 0} and D = 1{R ≥ 0}1{T = 1}.
Outcomes combine a smooth baseline component, a confounding-policy effect that is sta-
ble across periods conditional on X, and a treatment effect that contains both location
and scale components.

The design is chosen to make covariate adjustment genuinely relevant rather than me-
chanical. Because the period propensity depends on X and the confounding-policy effect
is heterogeneous in X, the identifying restriction holds conditional on observables but
unconditional stability may fail. In addition, the treatment effect is not a pure location
shift: the scale change implies that the true QTE varies across quantiles.

Data-generating process. For i = 1, . . . , n we generate (Xi, Ti, Ri, Yi) as follows.
Draw independently two covariates:

X1 ∼ N(0, 0.72), X2 ∼ Bernoulli(1/2).

The time-period indicator is

T | X ∼ Bernoulli
(
p(X)

)
, p(X):=Λ(γ0 + γ1X1 + γ2X2),

where Λ(u) = {1 + exp(−u)}−1 is the logistic CDF. Because p(X) depends on X, the
covariate distribution differs across T = 0 and T = 1.

The running variable is

R = 2U − 1, U ∼ Beta(5, 5),

drawn independently of (X,T ). Define the confounding policy and the treatment of
interest:

C = 1{R ≥ 0}, D = 1{R ≥ 0} · 1{T = 1}.
The baseline outcome index is

m(R, T,X):=α0 + α1T + ρ1R+ ρ2R
2 + β1X1 + β2X2.



S2 Y. Dong

The confounding-policy effect is heterogeneous in X1:

∆C(X):=κ0 + κ1X1,

and the treatment of interest has both a location and a scale component:

∆D(X):=δ0 + δ1X2.

Let ε ∼ N(0, 1) be drawn independently of (R, T,X). The potential outcomes are

Y (0, 0):=m(R, T,X) + ε,

Y (1, 0):=m(R, T,X) + ∆C(X) + ε,

Y (1, 1):=m(R, T,X) + ∆C(X) + ∆D(X) + σD ε,

with σD:=1 + δ2 > 0. The observed outcome is therefore

Y = m(R, T,X) + C ·∆C(X) +D ·∆D(X) +
[
1 + (σD − 1)D

]
ε.

Parameter values. Table A1 collects all scalar DGP parameters.

Table A1. DGP parameter values
Group Parameter Value

Propensity score (γ0, γ1, γ2) (0, 0.7, −0.4)

Baseline outcome (α0, α1) (0, 0)

(ρ1, ρ2) (0.6, 0.3)

(β1, β2) (0.5, −0.3)

Confounding effect (κ0, κ1) (0.6, 0.8)

Treatment effect (δ0, δ1, δ2) (0.5, 0.1, −0.4)

σD = 1 + δ2 0.6

This DGP has three noteworthy features. First, conditional distributional stability
holds: Y (1, 0) − Y (0, 0) = ∆C(X) does not depend on T , satisfying our identifying
assumption conditional on X. Second, unconditional stability can fail, because p(X) and
∆C(X) both depend on X1, so the marginal distributional effect of C may differ across
T = 0 and T = 1—motivating covariate adjustment. Third, quantile treatment effects
are non-constant: because σD 6= 1, the QTE δ(τ) varies with τ .

True quantile treatment effects. Because the estimand is defined at the limit
R→ 0, we compute the “true” δ(τ) by generating a large auxiliary sample (n = 100,000)
at (R = 0), retaining those with T = 1 and constructing Y (1, 1) and Y (1, 0) using the
same retained covariate distribution. At the five quantile indices used in the simulation,
the true QTEs are:

δ(0.10) = 0.892, δ(0.25) = 0.728, δ(0.50) = 0.542,

δ(0.75) = 0.370, δ(0.90) = 0.192.

The treatment effect declines monotonically across quantiles, reflecting the scale com-
pression (σD = 0.6 < 1).
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Estimators and specification cases. We evaluate the DR estimator of Section 4
under four nuisance-specification cases, each combining a propensity-score (PS) model
and an outcome-regression (OR) model:

Case 1. Both correct : OR includes (X1, X2, R,R
2); PS is logit of T on (X1, X2).

Case 2. OR wrong, PS correct : OR omits R2 and X1; PS is correctly specified as in
Case 1.

Case 3. OR correct, PS wrong : OR is correctly specified as in Case 1; PS omits X1

and X2.
Case 4. Both wrong : OR omits R2 and X1; PS omits X1 and X2.
Under double robustness, Cases 1–3 yield consistent estimation of δ(τ) because at

least one nuisance component is correct; Case 4, where both are wrong, should exhibit
persistent bias.

In addition, we report two single-robust benchmarks: 1) OR-only : the outcome-regression
component of the DR estimator, with the residual-reweighting augmentation omitted;
evaluated under correct and wrong OR specifications. 2) IPW-only : the DR estimator
with F̂±0 ≡ 0, relying solely on inverse-probability weighting; evaluated under correct
and wrong PS specifications.

Design choices. Sample sizes are n ∈ {1000, 2000, 5000, 10,000}, with nmc =
300 Monte Carlo replications per design point. Bandwidths are h = c · n−1/5, with
tuning constants cbw = 3.27 for boundary CDF estimation and cπ = 3.82 for the
propensity-score ratio π̄, capped at hmax = 0.80 and 0.90, respectively. CDFs are eval-
uated on a grid of ngrid = 200 equally spaced y-values, and quantiles are obtained
by inverting the monotonized CDF estimates. Across Monte Carlo replications we re-
port bias, root mean squared error (RMSE), and standard deviation (SD) for each
τ ∈ {0.10, 0.25, 0.50, 0.75, 0.90}. Results using local quadratic estimation are quali-
tatively similar but exhibit higher RMSE due to increased variance.
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A.2. Simulation Results

Table A2. Monte Carlo results: n = 1,000, nmc = 300. True QTEs: δ(0.10) = 0.892,
δ(0.25) = 0.728, δ(0.50) = 0.542, δ(0.75) = 0.370, δ(0.90) = 0.192.

τ =
0.10

τ =
0.25

τ =
0.50

τ =
0.75

τ =
0.90

Panel A: Bias
DR (OR X, PS X) −0.011 0.047 0.057 0.055 0.059
DR (OR ×, PS X) 0.002 0.030 0.044 0.041 0.039
DR (OR X, PS ×) 0.013 0.057 0.069 0.062 0.062
DR (OR ×, PS ×) 0.201 0.231 0.319 0.356 0.434

OR-only (X) 0.003 0.074 0.091 0.053 0.039
OR-only (×) −0.143 0.082 0.326 0.538 0.757
IPW-only (X) 0.000 0.043 0.044 −0.001 −0.319
IPW-only (×) 0.185 0.221 0.318 0.360 0.439
Panel B: RMSE
DR (OR X, PS X) 0.493 0.403 0.342 0.359 0.424
DR (OR ×, PS X) 0.494 0.405 0.373 0.402 0.486
DR (OR X, PS ×) 0.506 0.399 0.325 0.322 0.342
DR (OR ×, PS ×) 0.549 0.448 0.451 0.490 0.574

OR-only (X) 0.481 0.405 0.325 0.299 0.310
OR-only (×) 0.434 0.327 0.417 0.601 0.817
IPW-only (X) 0.490 0.407 0.357 0.539 1.307
IPW-only (×) 0.540 0.439 0.447 0.492 0.576
Panel C: Standard Deviation
DR (OR X, PS X) 0.494 0.401 0.337 0.356 0.421
DR (OR ×, PS X) 0.495 0.404 0.371 0.401 0.485
DR (OR X, PS ×) 0.507 0.395 0.318 0.316 0.337
DR (OR ×, PS ×) 0.512 0.385 0.320 0.338 0.376

OR-only (X) 0.482 0.399 0.312 0.295 0.308
OR-only (×) 0.410 0.318 0.261 0.269 0.309
IPW-only (X) 0.491 0.405 0.355 0.540 1.270
IPW-only (×) 0.508 0.380 0.314 0.336 0.373

Notes: Bold labels indicate DR-valid cases (at least one nuisance compo-

nent correctly specified). X = correctly specified; × = misspecified. Bias =

n−1
mc

∑
m[δ̂

(m)
(τ)−δ(τ)]; RMSE = {n−1

mc

∑
m[δ̂

(m)
(τ)−δ(τ)]2}1/2; SD is the Monte

Carlo standard deviation of δ̂
(m)

(τ).
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Table A3. Monte Carlo results: n = 2,000, nmc = 300. True QTEs: δ(0.10) = 0.892,
δ(0.25) = 0.728, δ(0.50) = 0.542, δ(0.75) = 0.370, δ(0.90) = 0.192.

τ =
0.10

τ =
0.25

τ =
0.50

τ =
0.75

τ =
0.90

Panel A: Bias
DR (OR X, PS X) 0.060 0.037 0.028 −0.010 −0.006
DR (OR ×, PS X) 0.043 0.028 0.012 −0.015 −0.004
DR (OR X, PS ×) 0.063 0.038 0.033 0.004 −0.009
DR (OR ×, PS ×) 0.216 0.222 0.260 0.304 0.353

OR-only (X) 0.038 0.055 0.043 0.003 −0.019
OR-only (×) −0.152 0.048 0.279 0.496 0.700
IPW-only (X) 0.053 0.034 0.027 −0.004 −0.153
IPW-only (×) 0.195 0.206 0.261 0.313 0.360
Panel B: RMSE
DR (OR X, PS X) 0.392 0.312 0.247 0.238 0.306
DR (OR ×, PS X) 0.403 0.318 0.251 0.281 0.359
DR (OR X, PS ×) 0.397 0.299 0.236 0.207 0.234
DR (OR ×, PS ×) 0.443 0.374 0.351 0.372 0.437

OR-only (X) 0.369 0.289 0.243 0.203 0.206
OR-only (×) 0.347 0.230 0.338 0.529 0.728
IPW-only (X) 0.386 0.312 0.264 0.306 0.871
IPW-only (×) 0.432 0.363 0.349 0.380 0.443
Panel C: Standard Deviation
DR (OR X, PS X) 0.388 0.310 0.246 0.238 0.306
DR (OR ×, PS X) 0.401 0.318 0.251 0.281 0.360
DR (OR X, PS ×) 0.392 0.297 0.234 0.207 0.235
DR (OR ×, PS ×) 0.387 0.302 0.236 0.215 0.258

OR-only (X) 0.368 0.284 0.240 0.203 0.205
OR-only (×) 0.313 0.225 0.190 0.185 0.201
IPW-only (X) 0.383 0.311 0.263 0.306 0.859
IPW-only (×) 0.387 0.299 0.232 0.215 0.259

Notes: See Table A2.
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Table A4. Monte Carlo results: n = 5,000, nmc = 300. True QTEs: δ(0.10) = 0.892,
δ(0.25) = 0.728, δ(0.50) = 0.542, δ(0.75) = 0.370, δ(0.90) = 0.192.

τ =
0.10

τ =
0.25

τ =
0.50

τ =
0.75

τ =
0.90

Panel A: Bias
DR (OR X, PS X) 0.011 −0.013 −0.012 −0.011 0.008
DR (OR ×, PS X) 0.013 −0.007 −0.003 0.004 0.012
DR (OR X, PS ×) 0.015 −0.014 −0.009 −0.006 0.007
DR (OR ×, PS ×) 0.192 0.181 0.229 0.308 0.391

OR-only (X) 0.002 −0.006 −0.007 −0.015 −0.008
OR-only (×) −0.183 0.018 0.261 0.496 0.733
IPW-only (X) 0.009 −0.013 −0.016 −0.027 −0.100
IPW-only (×) 0.174 0.172 0.232 0.316 0.400
Panel B: RMSE
DR (OR X, PS X) 0.267 0.205 0.166 0.168 0.194
DR (OR ×, PS X) 0.276 0.225 0.185 0.191 0.221
DR (OR X, PS ×) 0.269 0.199 0.151 0.146 0.165
DR (OR ×, PS ×) 0.332 0.271 0.279 0.345 0.431

OR-only (X) 0.230 0.184 0.146 0.137 0.149
OR-only (×) 0.277 0.156 0.290 0.512 0.749
IPW-only (X) 0.270 0.214 0.181 0.208 0.524
IPW-only (×) 0.323 0.262 0.280 0.353 0.440
Panel C: Standard Deviation
DR (OR X, PS X) 0.267 0.205 0.166 0.168 0.194
DR (OR ×, PS X) 0.276 0.225 0.185 0.192 0.221
DR (OR X, PS ×) 0.269 0.199 0.151 0.146 0.165
DR (OR ×, PS ×) 0.272 0.203 0.159 0.156 0.182

OR-only (X) 0.230 0.184 0.146 0.137 0.149
OR-only (×) 0.208 0.155 0.126 0.127 0.153
IPW-only (X) 0.270 0.214 0.181 0.207 0.516
IPW-only (×) 0.272 0.199 0.157 0.156 0.184

Notes: See Table A2.
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Table A5. Monte Carlo results for n = 10,000 ( nmc = 300).
τ =
0.10

τ =
0.25

τ =
0.50

τ =
0.75

τ =
0.90

Panel A: Bias
DR (OR X, PS X) 0.002 −0.001 0.013 0.000 0.007
DR (OR ×, PS X) 0.001 −0.002 0.018 0.007 0.017
DR (OR X, PS ×) 0.000 −0.007 0.014 0.003 0.011
DR (OR ×, PS ×) 0.171 0.175 0.245 0.313 0.386

OR-only (X) −0.001 −0.001 0.008 −0.004 0.004
OR-only (×) −0.202 0.016 0.268 0.499 0.730
IPW-only (X) −0.001 −0.005 0.012 −0.009 −0.036
IPW-only (×) 0.151 0.166 0.250 0.323 0.395
Panel B: RMSE
DR (OR X, PS X) 0.210 0.148 0.117 0.117 0.152
DR (OR ×, PS X) 0.212 0.154 0.126 0.130 0.173
DR (OR X, PS ×) 0.210 0.142 0.111 0.105 0.122
DR (OR ×, PS ×) 0.266 0.225 0.267 0.331 0.410

OR-only (X) 0.182 0.134 0.101 0.087 0.103
OR-only (×) 0.255 0.107 0.281 0.506 0.738
IPW-only (X) 0.212 0.152 0.124 0.151 0.287
IPW-only (×) 0.254 0.218 0.272 0.340 0.419
Panel C: Standard Deviation
DR (OR X, PS X) 0.210 0.148 0.117 0.117 0.152
DR (OR ×, PS X) 0.213 0.154 0.125 0.130 0.172
DR (OR X, PS ×) 0.210 0.142 0.110 0.105 0.122
DR (OR ×, PS ×) 0.204 0.141 0.107 0.107 0.139

OR-only (X) 0.182 0.135 0.101 0.087 0.103
OR-only (×) 0.157 0.106 0.084 0.084 0.103
IPW-only (X) 0.213 0.152 0.123 0.151 0.285
IPW-only (×) 0.205 0.141 0.108 0.106 0.139

Notes: See Table A2.

The Monte Carlo simulations yield four main findings.
First, the DR estimator displays the expected double-robustness property in finite

samples. In Cases 1–3, where at least one nuisance model is correctly specified, bias is
uniformly small at every reported quantile. At n = 10,000, the absolute bias is below 0.02
throughout. The appendix tables show the same qualitative pattern at smaller sample
sizes, together with clear variance reduction as n increases; for example, in Case 1 the
Monte Carlo standard deviation at the median falls from 0.337 at n = 1,000 to 0.117 at
n = 10,000. Thus, once one nuisance component is correctly specified, finite-sample error
is driven mainly by sampling variation rather than systematic bias.

Second, misspecifying both nuisance components produces large and persistent bias,
whereas misspecifying only one does not. In Case 4, the bias ranges from 0.171 to 0.386
across the reported quantiles at n = 10,000, with little attenuation relative to n = 5,000.
This is especially consequential in the upper tail, because the true QTE declines with τ :
at τ = 0.90, the true effect is only 0.192 (Appendix A.1), so the bias in Case 4 exceeds
the signal itself. The failure mode is therefore exactly the one predicted by the theory:
the estimator is robust to one nuisance misspecification, but not to misspecifying both
components simultaneously.

Third, the comparison with OR-only highlights the efficiency–robustness trade-off.
When the outcome model is correctly specified, OR-only is more efficient than DR,
especially away from the lower tail; at n = 10,000, its RMSE is 0.087 at τ = 0.75
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and 0.103 at τ = 0.90, compared with 0.117 and 0.152 for the correctly specified DR
estimator. That gain, however, disappears once the OR model is wrong. For example, at
τ = 0.75, misspecified OR-only has bias 0.499, whereas the DR estimator with a correct
PS has bias only 0.007; at τ = 0.90, the corresponding biases are 0.730 and 0.017. The
DR estimator therefore gives up some efficiency relative to an ideally specified OR model
in exchange for substantial protection against outcome-model misspecification.

Fourth, the comparison with IPW-only shows the stabilizing role of the OR augmen-
tation. When the PS is correctly specified, IPW-only is approximately unbiased, but it
is markedly noisier in the tails. At n = 10,000, the standard deviation of IPW-only at
τ = 0.90 is 0.285, compared with 0.152 for the correctly specified DR estimator, while the
difference is much smaller at the median (0.123 versus 0.117). The appendix tables show
that this tail instability is even more pronounced in smaller samples: at n = 1,000, the
IPW-only standard deviation at τ = 0.90 is 1.270, versus 0.421 for DR. This pattern is
consistent with the usual reweighting-based variance inflation, which becomes especially
severe when estimating extreme counterfactual quantiles. The DR correction offsets much
of that instability without sacrificing robustness to OR misspecification.

Overall, the Monte Carlo evidence supports the DR estimator as the most reliable
default when model correctness is uncertain. A correctly specified OR-only estimator can
be more efficient, but it is fragile; IPW-only is more robust than OR-only to outcome-
model misspecification, but its tail behavior is much less stable. The DR estimator strikes
the intended balance by delivering small bias whenever either nuisance model is right and
by substantially improving over IPW-only in the parts of the distribution where quantile
estimation is most demanding.
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APPENDIX B: SUPPLEMENTAL EMPIRICAL DISCUSSION AND RESULTS

B.1. Empirical Implementation Details

In the empirical analysis, all local linear regressions use a uniform (rectangular) kernel
K(u) = 1

21{|u| ≤ 1}. The reference bandwidth for mean estimation, hmean, is selected by
the plug-in rule of Calonico et al. (2014) applied to T = 1, R ≥ 0. We then undersmooth
by setting hbase = hmean · n−η with η = 0.06; the CDF estimation bandwidth is h =
1.095 · hbase, where 1.095 is the minimum of the FFM scaling factor over the reported
quantile grid, attained at τ = 0.5. For applications with a wider reporting range, such as
τ ∈ [0.05, 0.95], the FFM scaling factor in eq. (C.10) ranges from approximately 1.095 to
1.345, again with the minimum attained at τ = 0.5; thus, the same minimum-scaling rule
can be applied to the chosen quantile grid. Density estimation for the sparsity function
uses the full τ -specific scaling.

The propensity score p̂(Xi) is estimated by a global logit of Ti on Ri, R
2
i , and the full

covariate vector, evaluated at Ri = 0. The outcome regression F̂±0 (y,Xi) is estimated by
OLS of the smoothed indicator Φ((y−Yi)/hY ) on Ri, R

2
i , and the covariates, separately

for Ti = 0, Ri ≥ 0 and Ti = 0, Ri < 0, and evaluated at Ri = 0. Both nuisance
models are estimated on the full support of R on each side; in contrast, the LLR steps
for F̂1,1(y), F̂0,0(y), ∆̂1(y), ∆̂±2 (y), and the sparsity estimates are all local to the cutoff,
using observations within |Ri| ≤ h. Following the discussion in Section 4.1, we replace
the sharp indicator 1{Yi ≤ y} with the smoothed version Φ((y − Yi)/hY ) throughout,
using hY = 1.06 · σ̂Y · n−1/5 (Silverman’s rule of thumb, Silverman 1986).

B.2. Supplemental Empirical Results

Table B1 presents the results for fiscal gap. Figure B1 further visualizes the estimated
counterfactual quantile curves (left) and QTEs (right). Figure B2 shows QTEs along
with the 95% simultaneous confidence bands for deficit (left) and fiscal gap (right) for
the full sample.

Figure B1. Counterfactual quantile curves and QTEs: fiscal gap (full sample)
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Table B1. Counterfactual quantiles and quantile treatment effects of relaxing fiscal con-
straints on fiscal gap

τ q1,1,τ q1,0,τ QTE

0.10 74.9 (10.1)*** 35.4 (11.2)*** 39.5 (15.1)***

0.15 93.3 (13.2)*** 44.0 (13.6)*** 49.4 (18.9)***

0.20 106.4 (15.5)*** 52.3 (16.9)*** 54.1 (22.9)**

0.25 115.8 (15.2)*** 60.2 (21.8)*** 55.6 (26.4)**

0.30 123.8 (14.6)*** 71.5 (24.5)*** 52.3 (28.4)*

0.35 130.9 (15.0)*** 92.7 (26.1)*** 38.2 (30.0)

0.40 137.8 (15.7)*** 106.8 (25.8)*** 31.0 (30.1)

0.45 144.8 (17.2)*** 115.1 (21.0)*** 29.8 (27.0)

0.50 152.6 (19.6)*** 121.3 (18.8)*** 31.2 (27.0)

0.55 161.8 (23.6)*** 127.0 (17.8)*** 34.8 (29.4)

0.60 173.6 (24.3)*** 132.4 (17.5)*** 41.1 (29.8)

0.65 188.7 (24.4)*** 137.8 (18.0)*** 50.9 (30.2)*

0.70 204.1 (23.8)*** 143.3 (19.5)*** 60.8 (30.6)**

0.75 217.9 (22.7)*** 149.3 (26.4)*** 68.6 (34.7)**

0.80 231.8 (21.3)*** 156.2 (28.1)*** 75.6 (35.2)**

0.85 248.1 (19.6)*** 165.0 (33.2)*** 83.2 (38.6)**

Notes: Covariates include an indicator for a binding mayoral term
limit, the number of parties in the city council, the percentage of
young voters, the speed of public good provision, average taxable in-
come, the mayor’s years of schooling, and an indicator for northern
cities. Standard errors (in parentheses) are computed using a multi-
plier wild bootstrap with 9,999 draws and are clustered at the munic-
ipality level. * p < 0.10, ** p < 0.05, *** p < 0.01.

Figure B2. Simultaneous confidence bands: deficit (left) and fiscal gap (right)
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APPENDIX C: PROOFS AND ADDITIONAL INFERENCE DETAILS

C.1. Proofs for Identification

Proof of Eqs. (3.8) and (3.9): Fix y ∈ Y and write Iy:=1{Y ≤ y}. For c, d ∈ {0, 1}
define Icd(y):=1{Y (c, d) ≤ y}.

For clarity, define one-sided limits of conditional expectations:

E+
t [W ]:= lim

r↓0
E[W | R = r, T = t], E−t [W ]:= lim

r↑0
E[W | R = r, T = t].

Recall p(x):=Pr(T = 1 | X = x,R = 0) and p:=Pr(T = 1 | R = 0) = E[p(X) | R = 0].

Further the odds π(x):= p(x)
1−p(x) and the normalized weight

w(x):=
π(x)

E[π(X) | R = 0, T = 0]
=

(1− p) p(x)

p (1− p(x))
.

To see the last equality,

E [π (X) |R = 0, T = 0]

= E
[

p (X)

1− p (X)
|R = 0, T = 0

]
=

1

1− p
E
[

(1− T ) p (X)

1− p (X)
|R = 0

]
=

1

1− p
E
[
E
[

(1− T ) p (X)

1− p (X)
|X,R = 0

]
|R = 0

]
=

1

1− p
E
[

p (X)

1− p (X)
E [(1− T ) |X,R = 0] |R = 0

]
=

1

1− p
E [p (X) |R = 0]

=
p

1− p
.

Then eq. (3.8) states for any integrable function G(X),

E[G(X) | R = 0, T = 1] = E[w(X)G(X) | R = 0, T = 0]. (C.1)

To verify the above, note that

E[w(X)G(X) | R=0, T=0] = 1
p E
[
p(X)G(X) | R=0

]
= E[G(X) | R=0, T=1],

where the first equality uses Bayes’ rule and the definition of w(·).
Now consider the two one-sided limits in eq. (3.9). Under the sharp rule C = 1{R ≥ 0}

and because D = 0 when T = 0, we have: for r ≥ 0 (right side), Y = Y (1, 0), hence
Iy = I10(y); for r < 0 (left side), Y = Y (0, 0), hence Iy = I00(y). By the smoothness
conditions in Assumption 3.1,

E+
0

[
w(X)Iy

]
= E
[
w(X)I10(y) | R = 0, T = 0

]
,

E−0
[
w(X)Iy

]
= E
[
w(X)I00(y) | R = 0, T = 0

]
.
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Therefore,

E+
0 [w(X)Iy]− E−0 [w(X)Iy] = E

[
w(X){I10(y)− I00(y)} | R=0, T=0

]
= E

[
w(X)E[I10(y)− I00(y) | X,R=0, T=0]∣∣ R=0, T=0

]
= E

[
E[I10(y)− I00(y) | X,R=0, T=0]∣∣ R=0, T=1

]
,

where the last step uses the reweighting identity (C.1) with G(X) = E[I10(y) − I00(y) |
X,R=0, T=0].

By Assumption 3.2 (conditional stable distributional effect),

E[I10(y)− I00(y) | X,R = 0, T = 0] = E[I10(y)− I00(y) | X,R = 0, T = 1] .

Hence,

E+
0 [w(X)Iy]− E−0 [w(X)Iy] = E

[
E
[
I10(y)− I00(y) | X,R=0, T=1

]
| R=0, T=1

]
= E[I10(y)− I00(y) | R = 0, T = 1]

= FY (1,0)|R=0,T=1(y)− FY (0,0)|R=0,T=1(y),

which is exactly eq. (3.9).
Proof of Theorem 3.1 (double robustness of ∆DR(y)): Fix y ∈ Y and write

Iy = 1{Y ≤ y}. Use the one-sided expectation operators

E+
t [·] := lim

r↓0
E[· | R = r, T = t],

E−t [·] := lim
r↑0

E[· | R = r, T = t].

Let the true one-sided conditional CDFs in the T = 0 sample be

µ+
0 (y, x) := lim

r↓0
E[Iy | X = x,R = r, T = 0],

µ−0 (y, x) := lim
r↑0

E[Iy | X = x,R = r, T = 0].

Let F+
0 (y, x) and F−0 (y, x) be (possibly misspecified) working models for µ+

0 (y, x) and
µ−0 (y, x). Let w(X) denote the (normalized) IPW weight constructed from the true
propensity score p(X) = Pr(T = 1 | X,R = 0) as in eq. (3.7). Let w̃(X) denote a
(possibly misspecified) working model for w(X).

Define the population DR correction

∆DR(y) := E
[
F+

0 (y,X)− F−0 (y,X) | R = 0, T = 1
]︸ ︷︷ ︸

∆1(y)

+ E+
0

[
w̃(X){Iy − F+

0 (y,X)}
]︸ ︷︷ ︸

∆+
2 (y)

− E−0
[
w̃(X){Iy − F−0 (y,X)}

]︸ ︷︷ ︸
∆−

2 (y)

.

We show that ∆DR(y) = ∆(y), where

∆(y) := FY (1,0)|R=0,T=1(y)− FY (0,0)|R=0,T=1(y),
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if either (i) F±0 = µ±0 or (ii) w̃ = w.

Case (i): outcome models correct. Suppose F+
0 (y, x) = µ+

0 (y, x) and F−0 (y, x) =
µ−0 (y, x). Then, by iterated expectations and the definition of µ+

0 ,

∆+
2 (y) = E+

0

[
w̃(X){E[Iy | X,R, T = 0]− µ+

0 (y,X)}
]

= 0,

and similarly ∆−2 (y) = 0 (under the same regularity conditions used to exchange limits
and expectations). Therefore,

∆DR(y) = ∆1(y) = E
[
µ+

0 (y,X)− µ−0 (y,X) | R = 0, T = 1
]
.

Because the design is sharp in C = 1{R ≥ 0} when T = 0, µ+
0 (y, x) = FY (1,0)|X,R=0,T=0(y |

x) and µ−0 (y, x) = FY (0,0)|X,R=0,T=0(y | x). Thus µ+
0 (y, x)− µ−0 (y, x) = ∆0(y, x), and by

Assumption 3.2, ∆0(y, x) = ∆1(y, x) for all (y, x). Hence ∆DR(y) = E[∆1(y,X) | R =
0, T = 1] = ∆(y).

Case (ii): weights correct. Now suppose w̃(·) is correctly specified, while F±0 may be
misspecified. Using the standard reweighting identity (proved in the proof of eq. (3.8)),
for any integrable G(X),

E[G(X) | R = 0, T = 1] = E[w(X)G(X) | R = 0, T = 0],

and by smoothness we may apply it to the one-sided limits as r → 0. In particular,

E+
0

[
w(X)F+

0 (y,X)
]

= E
[
F+

0 (y,X) | R = 0, T = 1
]
,

E−0
[
w(X)F−0 (y,X)

]
= E

[
F−0 (y,X) | R = 0, T = 1

]
.

Therefore,

∆DR(y) = E
[
F+

0 (y,X)− F−0 (y,X) | R = 0, T = 1
]

+ E+
0

[
w(X)Iy

]
− E+

0

[
w(X)F+

0 (y,X)
]

−
(
E−0
[
w(X)Iy

]
− E−0

[
w(X)F−0 (y,X)

])
= E+

0 [w(X)Iy]− E−0 [w(X)Iy] .

By eq. (3.9), the last line equals FY (1,0)|R=0,T=1(y)− FY (0,0)|R=0,T=1(y) = ∆(y). Hence
∆DR(y) = ∆(y) under correct weights.

Combining the two cases proves the claimed double robustness for ∆DR(y), and there-
fore the identification statement in Theorem 3.1 follows.

C.2. Influence-functions and Implementation

This subsection collects the normalized influence functions used in Section 4.2. Ap-
pendix C.3 derives these expressions from the standard local-linear expansion.

Let Ii(y) := 1{Yi ≤ y} and Kh(u) := K(u/h)/h. Let pt := Pr(T = t), t ∈ {0, 1}.
Because the component estimators are computed within period but the QTE expansion
is written under the common

√
nh rate, we distinguish period-specific local-linear con-

tributions from pooled full-sample influence functions. The period-specific contributions
are denoted by χ, while the pooled full-sample influence functions are denoted by ψ.

For t ∈ {0, 1} and s ∈ {+,−}, define the period-specific one-sided moments

S(t)
m,s(h) := E

[(
R

h

)m
Kh(R)1{sR ≥ 0} | T = t

]
, m = 0, 1, 2,
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where +R ≥ 0 denotes R ≥ 0 and −R ≥ 0 denotes R < 0. Let

D(t)
s (h) := S

(t)
0,s(h)S

(t)
2,s(h)−

(
S

(t)
1,s(h)

)2

and

`(t)s (r;h) := S
(t)
2,s(h)− S(t)

1,s(h)
r

h
.

For the centered local-linear fit used to estimate ∆1(y), define

S(1,c)
m (h) := E

[(
R

h

)m
Kh(R) | T = 1

]
, m = 0, 1, 2,

D(1,c)(h) := S
(1,c)
0 (h)S

(1,c)
2 (h)−

(
S

(1,c)
1 (h)

)2

,

and

`(1,c)(r;h) := S
(1,c)
2 (h)− S(1,c)

1 (h)
r

h
.

Define the side-specific local mean functions

m1,+(r; y) := E[Ii(y) | Ri = r, Ti = 1], r ≥ 0,

and

m1,−(r; y) := E[Ii(y) | Ri = r, Ti = 1], r < 0,

so that F1,1(y) = m1,+(0; y) and F0,0(y) = m1,−(0; y), where the values at zero are
understood as one-sided limits. Let

Zi(y) := F+
0 (y,Xi)− F−0 (y,Xi), M∆1

(r; y) := E[Zi(y) | Ri = r, Ti = 1].

For the two residual reweighting components, define

U+
i (y) := w̃(Xi){Ii(y)− F+

0 (y,Xi)}, U−i (y) := w̃(Xi){Ii(y)− F−0 (y,Xi)},

and

M∆+
2

(r; y) := E[U+
i (y) | Ri = r, Ti = 0], r ≥ 0,

M∆−
2

(r; y) := E[U−i (y) | Ri = r, Ti = 0], r < 0.

Here F+
0 (y,X), F−0 (y,X), and w̃(X) denote the probability limits of the fitted outcome-

regression and normalized propensity-score-weight models.
The period-specific,

√
h-normalized local-linear contribution for the right-limit CDF

F1,1(y) is

χ1,1,y(Wi) :=
√
hKh(Ri)1{Ri ≥ 0}

`
(1)
+ (Ri;h)

D
(1)
+ (h)

{Ii(y)−m1,+(Ri; y)} . (C.2)

The corresponding contribution for the left-limit CDF F0,0(y) in period T = 1 is

χ0,0,y(Wi) :=
√
hKh(Ri)1{Ri < 0}

`
(1)
− (Ri;h)

D
(1)
− (h)

{Ii(y)−m1,−(Ri; y)} . (C.3)

For the first component of the DR correction,

∆1(y) = E
[
F+

0 (y,X)− F−0 (y,X) | R = 0, T = 1
]
,
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the centered local-linear contribution is

χ∆1,y(Wi) :=
√
hKh(Ri)

`(1,c)(Ri;h)

D(1,c)(h)

{
F+

0 (y,Xi)− F−0 (y,Xi)−M∆1(Ri; y)
}
. (C.4)

For the two residual reweighting components,

χ∆+
2 ,y

(Wi) :=
√
hKh(Ri)1{Ri ≥ 0}

`
(0)
+ (Ri;h)

D
(0)
+ (h)

[
w̃(Xi){Ii(y)− F+

0 (y,Xi)} −M∆+
2

(Ri; y)
]
,

(C.5)

and

χ∆−
2 ,y

(Wi) :=
√
hKh(Ri)1{Ri < 0}

`
(0)
− (Ri;h)

D
(0)
− (h)

[
w̃(Xi){Ii(y)− F−0 (y,Xi)} −M∆−

2
(Ri; y)

]
.

(C.6)

The pooled full-sample influence function for F̂1,1(y) under the common
√
nh scaling

is

ψ1,1,y(Wi) :=
1{Ti = 1}

p1
χ1,1,y(Wi). (C.7)

The identified counterfactual CDF is

F1,0(y) = F0,0(y) + ∆1(y) + ∆+
2 (y)−∆−2 (y).

Thus the pooled full-sample influence function for F̂1,0(y) is

ψ1,0,y(Wi) :=
1{Ti = 1}

p1

{
χ0,0,y(Wi) + χ∆1,y(Wi)

}
+

1{Ti = 0}
p0

{
χ∆+

2 ,y
(Wi)− χ∆−

2 ,y
(Wi)

}
.

(C.8)

The factors 1/pt arise because ψ1,1,y and ψ1,0,y are unit-level full-sample influence func-
tions. Equivalently, the corresponding period-specific empirical-process terms are multi-
plied by 1/

√
pt when the rate is changed from

√
nth to

√
nh.

For q1,d,τ := F−1
1,d (τ), d ∈ {0, 1}, the pooled influence function for the QTE estimator

is

φτ (Wi) := −
ψ1,1,q1,1,τ (Wi)

f1,1(q1,1,τ )
+
ψ1,0,q1,0,τ (Wi)

f1,0(q1,0,τ )
. (C.9)

For implementation, let hats denote sample analogues. Specifically, replace pt by p̂t =
nt/n, replace the period-specific moments by

Ŝ(t)
m,s(h) =

1

nt

∑
i:Ti=t

(
Ri
h

)m
Kh(Ri)1{sRi ≥ 0},

and

Ŝ(1,c)
m (h) =

1

n1

∑
i:Ti=1

(
Ri
h

)m
Kh(Ri).

Then form the corresponding D̂
(t)
s (h), ̂̀(t)s (r;h), D̂(1,c)(h), and ̂̀(1,c)(r;h). The local mean

functions m1,+, m1,−, M∆1
, M∆+

2
, and M∆−

2
are replaced by the fitted local-linear values

from the same regressions used to construct the corresponding CDF and DR components.
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The nuisance functions F+
0 , F−0 , and w̃ are replaced by their fitted parametric estimates.

Substituting these estimates into (C.2)–(C.9) gives the plug-in influence function φ̂τ (Wi)
used in the main-text variance and multiplier-bootstrap formulas.

The low-dimensional nuisance models are estimated at the parametric n−1/2 rate. Since
h → 0, this contribution is op((nh)−1/2) for the local CDF estimators and is therefore
first-order negligible under the maintained regularity conditions.

C.3. Derivation of Influence Functions

This subsection derives the influence functions collected in Appendix C.2. The derivation
follows the standard linearization of local-linear estimators for conditional CDFs at a
boundary (Frandsen et al. 2012, Sec. 4 and App. C) and adapts it to the doubly robust
components of the estimator.

All notation is as defined in Appendix C.2. In particular, the period-specific one-sided

moments S
(t)
m,s(h), D

(t)
s (h), and `

(t)
s (r;h), the centered moments S

(1,c)
m (h), D(1,c)(h), and

`(1,c)(r;h), and the local mean functions m1,+, m1,−, M∆1
, M∆+

2
, and M∆−

2
are not

repeated here. The goal is to show how the period-specific
√
h-normalized contributions

χ1,1,y, χ0,0,y, χ∆1,y, χ∆+
2 ,y

, and χ∆−
2 ,y

in (C.2)–(C.6) arise from local-linear linearization,

and how the pooled influence functions ψ1,1,y, ψ1,0,y, and φτ in (C.7)–(C.9) follow from
them.

We first record the generic boundary local-linear expansion. Consider estimating

θt,s := lim
r→0s

E[Ai | Ri = r, Ti = t],

where s = + denotes the right limit and s = − denotes the left limit. The period-specific
local-linear intercept estimator solves

(â0, â1) = arg min
a0,a1

∑
i:Ti=t

(
Ai − a0 − a1

Ri
h

)2

Kh(Ri)1{sRi ≥ 0}.

Let

mA,t,s(r) := E[Ai | Ri = r, Ti = t],

with the limit understood from side s. A first-order expansion of the normal equations
gives √

nth{â0 − θt,s} =
1
√
nt

∑
i:Ti=t

χA,t,s(Wi) + γtbA,t,s + op(1),

where bA,t,s is the constant multiplying the usual h2 local-linear bias term,

γt :=
√
ptγ,

and

χA,t,s(Wi) =
√
hKh(Ri)1{sRi ≥ 0}`

(t)
s (Ri;h)

D
(t)
s (h)

{Ai −mA,t,s(Ri)}.

The factor
√
h normalizes the raw equivalent-kernel residual. Without this normalization,

the equivalent-kernel contribution has variance of order 1/h; with the normalization
above, the period-specific contribution has a finite limiting variance.
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Since nt/n→ pt, the same expansion can be written under the pooled
√
nh rate as

√
nh{â0 − θt,s} =

1√
n

n∑
i=1

1{Ti = t}
pt

χA,t,s(Wi) + γbA,t,s + op(1).

Thus, when a period-specific estimator is embedded in a full-sample influence function,
the unit-level normalization is 1{Ti = t}/pt. Equivalently, in an aggregate period-specific
empirical-process representation, the stochastic term is multiplied by 1/

√
pt when the

rate is changed from
√
nth to

√
nh.

(i) Right-limit CDF in T = 1. For

F1,1(y) = lim
r↓0

E[Ii(y) | Ri = r, Ti = 1],

take Ai = Ii(y), t = 1, and s = + in the generic expansion. This gives the period-specific
contribution χ1,1,y in (C.2) and√

n1h{F̂1,1(y)− F1,1(y)} =
1
√
n1

∑
i:Ti=1

χ1,1,y(Wi) + γ1b1,1(y) + op(1).

Using n1/n→ p1 and the pooled influence function ψ1,1,y in (C.7), this is equivalently

√
nh{F̂1,1(y)− F1,1(y)} =

1√
n

n∑
i=1

ψ1,1,y(Wi) + γb1,1(y) + op(1).

(ii) Left-limit CDF in T = 1. For

F0,0(y) = lim
r↑0

E[Ii(y) | Ri = r, Ti = 1],

take Ai = Ii(y), t = 1, and s = −. This gives the period-specific contribution χ0,0,y in
(C.3) and√

n1h{F̂0,0(y)− F0,0(y)} =
1
√
n1

∑
i:Ti=1

χ0,0,y(Wi) + γ1b0,0(y) + op(1).

(iii) Centered local-linear estimator for ∆1(y). The component

∆1(y) = E
[
F+

0 (y,X)− F−0 (y,X) | R = 0, T = 1
]

is estimated by a centered local-linear regression of F+
0 (y,Xi)− F−0 (y,Xi) on Ri in the

T = 1 subsample. Applying the same normal-equation expansion without the one-sided
indicator gives the period-specific contribution χ∆1,y in (C.4) and√

n1h{∆̂1(y)−∆1(y)} =
1
√
n1

∑
i:Ti=1

χ∆1,y(Wi) + γ1b∆1(y) + op(1).

The general centered local-linear expression `(1,c)(Ri;h)/D(1,c)(h) is retained rather than
imposing symmetry of the local density around the cutoff.

(iv) Residual local-linear fits for ∆+
2 (y) and ∆−2 (y) in T = 0. For the right-side residual

component,

∆+
2 (y) = lim

r↓0
E
[
w̃(X){I(y)− F+

0 (y,X)} | R = r, T = 0
]
,
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take

Ai = w̃(Xi){Ii(y)− F+
0 (y,Xi)}, t = 0, s = +.

The generic boundary expansion gives χ∆+
2 ,y

in (C.5) and√
n0h{∆̂+

2 (y)−∆+
2 (y)} =

1
√
n0

∑
i:Ti=0

χ∆+
2 ,y

(Wi) + γ0b∆+
2

(y) + op(1).

Similarly, for the left-side residual component,

∆−2 (y) = lim
r↑0

E
[
w̃(X){I(y)− F−0 (y,X)} | R = r, T = 0

]
,

take

Ai = w̃(Xi){Ii(y)− F−0 (y,Xi)}, t = 0, s = −.
This gives χ∆−

2 ,y
in (C.6) and√

n0h{∆̂−2 (y)−∆−2 (y)} =
1
√
n0

∑
i:Ti=0

χ∆−
2 ,y

(Wi) + γ0b∆−
2

(y) + op(1).

(v) Assembly of the counterfactual CDF. The identified counterfactual CDF is

F1,0(y) = F0,0(y) + ∆1(y) + ∆+
2 (y)−∆−2 (y).

Combining the period-specific expansions above and converting each component to the
pooled

√
nh rate yields the pooled influence function ψ1,0,y in (C.8). Therefore,

√
nh{F̂1,0(y)− F1,0(y)} =

1√
n

n∑
i=1

ψ1,0,y(Wi) + γb1,0(y) + op(1),

where

b1,0(y) = b0,0(y) + b∆1
(y) + b∆+

2
(y)− b∆−

2
(y)

collects the constants multiplying the corresponding h2 local-linear bias terms.
The nuisance outcome-regression and propensity-score models are assumed to be low-

dimensional parametric and are estimated at the n−1/2 rate. Since n−1/2 = o((nh)−1/2)
when h→ 0, their estimation error is first-order negligible for the local CDF estimators
under the maintained regularity conditions.

(vi) From CDFs to quantiles. Let

q1,d,τ := F−1
1,d (τ), d ∈ {0, 1},

and suppose f1,d(q1,d,τ ) > 0. The quantile map is Hadamard differentiable at F1,d with
derivative

Q̇1,d,τ [a] = − a(q1,d,τ )

f1,d(q1,d,τ )
.

Applying this derivative to the CDF expansions gives

√
nh{q̂1,1,τ − q1,1,τ} = − 1√

n

n∑
i=1

ψ1,1,q1,1,τ (Wi)

f1,1(q1,1,τ )
+ γβ1,1(τ) + op(1),

and
√
nh{q̂1,0,τ − q1,0,τ} = − 1√

n

n∑
i=1

ψ1,0,q1,0,τ (Wi)

f1,0(q1,0,τ )
+ γβ1,0(τ) + op(1),
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where

β1,d(τ) := − b1,d(q1,d,τ )

f1,d(q1,d,τ )
, d ∈ {0, 1}.

Since

δ(τ) = q1,1,τ − q1,0,τ ,

the pooled influence function for the QTE estimator is the expression in (C.9), and hence

√
nh{δ̂(τ)− δ(τ)} =

1√
n

n∑
i=1

φτ (Wi) + γµ(τ) + op(1),

where

µ(τ) := β1,1(τ)− β1,0(τ).

Rearrangement of the estimated CDFs does not alter first-order asymptotics (Cher-
nozhukov et al. 2010).

C.4. Leading Bias of the QTE Estimator

This subsection collects the leading local-linear bias terms that enter the drift term in
Corollary 4.1. Under the common-bandwidth normalization used in the main text,

√
nh{δ̂(τ)− δ(τ)} =

1√
n

n∑
i=1

φτ (Wi) + γµ(τ) + op(1),

where

µ(τ) := β1,1(τ)− β1,0(τ), β1,d(τ) := − b1,d(q1,d,τ )

f1,d(q1,d,τ )
, d ∈ {0, 1}.

Here b1,d(y) denotes the coefficient multiplying the leading h2 bias term of the CDF
estimator for F1,d(y). If different bandwidths are used for different components, the
corresponding terms below should be multiplied by the appropriate squared bandwidth
ratios relative to the reference bandwidth h.

Let

cb(K) :=
1

2
e>0 Γ−1

1,+Λ1,+, e0 = (1, 0)>,

where

Γ1,+ =

∫
u≥0

K(u)

(
1
u

)(
1 u

)
du, Λ1,+ =

∫
u≥0

K(u)

(
u2

u3

)
du.

For any symmetric kernel K, the same boundary constant cb(K) applies to right- and
left-side local-linear fits. For an interior local-linear fit, let

ci(K) :=
1

2
µ2(K), µ2(K) :=

∫
u2K(u) du.

All derivatives below are with respect to the running variable r at the cutoff. For
boundary functions, derivatives are understood as one-sided: right derivatives for “+”
functions and left derivatives for “−” functions.

For the post-period right-limit CDF,

F1,1(y) = m1,+(0; y), m1,+(r; y) := E[I(y) | R = r, T = 1], r ≥ 0,
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the leading bias coefficient is

b1,1(y) = cb(K)m′′1,+(0; y).

For the post-period left-limit CDF,

F0,0(y) = m1,−(0; y), m1,−(r; y) := E[I(y) | R = r, T = 1], r < 0,

the leading bias coefficient is

b0,0(y) = cb(K)m′′1,−(0; y).

For the first DR component,

∆1(y) = M∆1(0; y), M∆1(r; y) := E
[
F+

0 (y,X)− F−0 (y,X) | R = r, T = 1
]
,

the centered local-linear bias coefficient is

b∆1
(y) = ci(K)M ′′∆1

(0; y).

For the two residual reweighting components, define

M∆+
2

(r; y) := E
[
w̃(X){I(y)− F+

0 (y,X)} | R = r, T = 0
]
, r ≥ 0,

and

M∆−
2

(r; y) := E
[
w̃(X){I(y)− F−0 (y,X)} | R = r, T = 0

]
, r < 0.

Then

b∆+
2

(y) = cb(K)M ′′
∆+

2
(0; y), b∆−

2
(y) = cb(K)M ′′

∆−
2

(0; y).

Since

F1,0(y) = F0,0(y) + ∆1(y) + ∆+
2 (y)−∆−2 (y),

the leading bias coefficient for the counterfactual CDF estimator is

b1,0(y) = b0,0(y) + b∆1
(y) + b∆+

2
(y)− b∆−

2
(y),

or equivalently,

b1,0(y) = cb(K)m′′1,−(0; y) + ci(K)M ′′∆1
(0; y)

+ cb(K)M ′′
∆+

2
(0; y)− cb(K)M ′′

∆−
2

(0; y).

Combining these terms with the quantile-map derivative gives

µ(τ) =− cb(K)
m′′1,+(0; q1,1,τ )

f1,1(q1,1,τ )

+
1

f1,0(q1,0,τ )

[
cb(K)m′′1,−(0; q1,0,τ ) + ci(K)M ′′∆1

(0; q1,0,τ )

+ cb(K)M ′′
∆+

2
(0; q1,0,τ )− cb(K)M ′′

∆−
2

(0; q1,0,τ )

]
.

For common kernels, the constants are:

Triangular: K(u) = (1− |u|)1{|u| ≤ 1}, cb(K) = − 1
20 , ci(K) = 1

12 ;

Uniform: K(u) = 1
21{|u| ≤ 1}, cb(K) = − 1

12 , ci(K) = 1
6 ;

Epanechnikov: K(u) = 3
4 (1− u2)1{|u| ≤ 1}, cb(K) = − 11

190 , ci(K) = 1
10 .
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C.5. Bandwidth Selection

Let ht,smean denote the plug-in bandwidth for the mean in period t ∈ {0, 1} and side
s ∈ {+,−}. The quantile-specific bandwidth is

ht,sτ = ht,smean

[
τ (1− τ)

φ (Φ−1 (τ))
2

]1/5

, (C.10)

where φ and Φ are the standard normal PDF and CDF, respectively. The bandwidths in
(C.10) are FFM-style quantile bandwidths constructed from plug-in mean-optimal refer-
ence bandwidths. They are therefore AMSE-oriented reference bandwidths. For inference
based on undersmoothing, we use smaller bandwidths satisfying the γ = 0 condition in
Assumption 4.1; alternatively, one can use the reference bandwidths together with robust
bias correction.

This rule is valid in our setting because the local CDF estimators we use have the
same boundary bias–variance trade-off as in FFM’s RDD-QTE framework: they are local-
linear fits of binary indicators 1 (Y ≤ y) on each side of the cutoff, and the doubly robust
correction terms are likewise functions of such boundary fits. The derivation of the scaling
factor in FFM requires the usual smoothness and kernel regularity conditions already
imposed in our identification arguments.

In practice, one may choose symmetric bandwidths (ht,+τ = ht,−τ ) within a period if
curvature and variance appear similar on both sides, or allow side-specific choices if
smoothness or effective sample sizes differ—both options are accommodated by the FFM
procedure. Following their recommendation, we use plug-in (mean-optimal) ht,smean as the
reference rather than cross-validation, given their better performance at boundaries.

For the LLR interior estimator of ∆1 (y), use a center bandwidth

h1
τ = h1

mean

[
τ (1− τ)

φ (Φ−1 (τ))
2

]1/5

, (C.11)

where h1
mean can be the harmonic mean of h1,+

mean and h1,−
mean – any consistent choice of

the same rate works.
Because CDF estimation uses binary outcomes I(Y ≤ y) or their smoothed counter-

parts Φ
(
(y − Yi)/hY

)
, the quantile level associated with y is unknown a priori, making

the bandwidth choices in (C.10) - (C.11) not immediately usable. We therefore adopt
a plug-in rule that maps y 7→ τ̂(y) via a pilot CDF and then applies the FFM (2012)
scaling.

Step 0 (reference mean bandwidths). For each period t ∈ {0, 1} and side s ∈
{−,+}, compute a plug-in mean-optimal reference bandwidth ht,smean for boundary local-
linear estimation, for example using the IK or CCT selector (Calonico et al. 2014, Imbens
and Kalyanaraman 2012). For the centered local-linear fit in ∆1(y), compute a centered
reference bandwidth h1

mean, such as the harmonic mean of h1,+
mean and h1,−

mean.
These bandwidths are reference bandwidths. They are used without τ -scaling in Step 1

to obtain pilot CDFs, and are then converted into FFM-style quantile-specific reference
bandwidths in Step 2.
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Step 1 (pilot CDFs at y). Using the reference mean bandwidths, estimate the
pilot components

F̃1,1(y), F̃0,0(y), ∆̃1(y), ∆̃+
2 (y), ∆̃−2 (y),

by the same local-linear procedures described in Section 4.1, but without τ -specific band-
width scaling. Define the pilot counterfactual CDF

F̃1,0(y) := F̃0,0(y) + ∆̃1(y) + ∆̃+
2 (y)− ∆̃−2 (y).

Then set

τ̂1,1(y) := F̃1,1(y), τ̂1,0(y) := F̃1,0(y).

In practice, clip these pilot probabilities to [τ , 1− τ ] for a small τ ∈ (0, 0.1) to avoid tail
instability.

Step 2 (FFM-style quantile scaling). Let

a(τ) :=

[
τ(1− τ)

φ{Φ−1(τ)}2

]1/5

,

where φ and Φ are the standard normal density and CDF, respectively. The FFM-style
reference bandwidths are

h1,+
ref (y) = h1,+

meana{τ̂1,1(y)},
for the treated CDF F1,1(y), and

h1,−
ref (y) = h1,−

meana{τ̂1,0(y)}, h1
ref(y) = h1

meana{τ̂1,0(y)},

for the F0,0(y) and ∆1(y) components of the counterfactual CDF. For the two residual
reweighting components, set

h0,+
ref (y) = h0,+

meana{τ̂1,0(y)}, h0,−
ref (y) = h0,−

meana{τ̂1,0(y)}.

Thus the bandwidth for each component of F̂1,0(y) is scaled using the pilot probability
associated with the counterfactual CDF being inverted. Side-specific bandwidths are the
default; if diagnostics suggest similar smoothness and effective local sample sizes on both
sides, one may instead use a common within-period reference bandwidth, such as the
harmonic mean of the two side-specific reference bandwidths.

The bandwidths above are FFM-style quantile bandwidths constructed from plug-in
mean-optimal reference bandwidths. For inference based on undersmoothing, use smaller
final bandwidths

hjus(y) = ρnh
j
ref(y), j ∈ {1,+; 1,−; 1; 0,+; 0,−},

where ρn → 0 is chosen so that

hjus(y)→ 0, nhjus(y)→∞,
√
nhjus(y) {hjus(y)}2 → 0.

For example, when the reference bandwidth is of order n−1/5, one may take ρn = n−η

for any 0 < η < 4/5. Alternatively, one may use the FFM-style reference bandwidths
together with robust bias correction, as described in Section 4.2.

Step 3 (final CDFs at y). Let hjfinal(y) denote the bandwidth actually used in the

final estimation: under undersmoothing, hjfinal(y) = hjus(y), while under RBC, hjfinal(y) =
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hjref(y). Re-estimate the CDF and DR components at y by repeating the local-linear
procedures in Section 4.1 with these final bandwidths:

F̂1,1(y) uses h1,+
final(y),

F̂0,0(y) uses h1,−
final(y),

∆̂1(y) uses h1
final(y),

and

∆̂+
2 (y), ∆̂−2 (y) use h0,+

final(y), h0,−
final(y),

respectively. Finally,

∆̂DR(y) = ∆̂1(y) + ∆̂+
2 (y)− ∆̂−2 (y), F̂1,0(y) = F̂0,0(y) + ∆̂DR(y).

In our implementation, one pilot pass was sufficient; additional passes produced negligible
changes.

Empirical simplification. In the empirical application, we use a common FFM
scaling factor over the candidate quantile grid. For τ ∈ [0.05, 0.95], the factor

a(τ) =

[
τ(1− τ)

φ{Φ−1(τ)}2

]1/5

ranges from approximately 1.095 to 1.345, with the minimum attained at τ = 0.5. We
use the minimum value, 1.095, for all reported quantiles. Relative to the fully quantile-
specific FFM reference rule, this gives bandwidths that are weakly smaller away from the
center of the distribution. This choice is conservative relative to the FFM reference band-
widths, reducing smoothing bias at the cost of larger variance. Formal undersmoothing
is implemented through the additional factor ρn described above.

Remarks. Treating the pilot bandwidths as fixed for first-order inference is stan-
dard: under the usual regularity conditions, the randomness from the pilot step is asymp-
totically negligible. Near extreme quantiles, clipping the pilot probabilities and imposing
a minimum bandwidth can improve numerical stability of the CDF inversion and of the
density estimates used in the quantile delta method.
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